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The Kalman Filter: a univariate treatment
The Kalman Filter is a way to recursively update optimal estimates of an

unobserved ‘state’from updates to observeables. It’s a very powerful tool in
macroeonomics and time series. It can be used in univariate or multivariate
contexts. A standard application is extracting measurement error from ob-
served time series, given assumptions you have about the way the true concept
evolves. Until recently, the Bank of England conducted ‘nowcasting’ using
Kalman Filter techniques [using modifications devised by myself and coauthor
Kapetanios]. In DSGE estimation it can be used to compute the likelihood
of a DSGE model [for example, the Bank of England’s COMPASS forecasting
model is estimated in this way]. It’s also used as the basis for computing the
likelihood of time-varying parameter time series models [though when I come
to teach you this later i the term, I will show you an eaiser method].
Original applications were in engineering and rocket science. For example,

given noisy estimates of the position of your projectile, and assumptions about
its law of motion, and initial conditions, where is it that rocket?!
Formal derivations and expositions can be found in textbooks by Hamilton,

Luktepohl, Lunqvist and Sargent, Harvey and others. Karl Whelan also has
good lecture slides on the KF, for those interested in a different treatment.
The notes here - and the treatment of the topic in the exam/resit exam -

follow very closely notes devised by Christoffer Nimark, which are linked to in
the lecture slides.
We will be concerned about the following univariate, state-space system:

xt = ρxt−1 + ut

zt = xt + vt,

(v, u) ∼ N([0, 0],

[
σ2u 0
0 σ2v

]
)

The first equation in x is known as the ‘state transition equation’since it
defines how the state xt is propagated, or transits from one period to another.
The second equation is termed the ‘measurement equation’, since it explains
how our observation zt on the unobserved xt is determined. The Kalman Filter
is a method for uncovering optimal estimates of the unobserved state sequence
{x1...xT } from the observed, presumed noisy data {z1....zT }.
Suppose we have a signal on an unobserved quantity x, z1 :

z1 = x+ v1, v1 ∼ N(0, σ21)

The optimal estimate, the expectation conditional on the information we
have is:

E[x|z1] ≡ x̂ = z1

Variance of this estimate will be given by:
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E[x̂− x]2 = σ21

Now suppose a second signal on x comes along, z2, constructed similarly,
namely:

z2 = x+ v2, v2 ∼ N(0, σ22)

Updated optimal estimate:

E[x|z1, z2] ≡ x̂ = (1− a)z1 + az2
Task: to find the optimal a that minimises the variance of the optimal

estimate x̂ we have to choose a to minimise:

E[(1− a)z1 + az2 − x]2

We can show [and it will be an exercise for you to have a go at this] that
this leads to the following:

a∗ =
σ21

σ21 + σ
2
2

The larger the variance of the second signal, which appears on the denom-
inator of a, the smaller the weight we place on it in the combined optimal
estimate.
With this optimal weighting, the variance of our estimate about the truth

will be:

E[(1− a∗)z1 + a∗z2 − x]2 =
(
1

σ21
+
1

σ22

)−1
And it will be an exercise to explain why and provide intuition.
Now to the main busines of our recursive Kalman Filter problem, which we

will seen echoes the logic and algebra of this simple abstract two signal weighting
problem.
We want:

x̂t|{zt, zt−1....z0}

We sart out with priors:

x0|0 = x0

E(x0 − x0)2 = p0

Given priors for the initial condition, we use the state equation to propagate
our initial condition estimate into an estimate for period 1:

E[x1|x0|0] = ρx0|0
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We can call this ‘prior estimate of xt in period 1, or x1|0.
The variance of this estimate about the truth, given our assumptions about

the nature of the state-space system, is:

E[x1|0 − x1]2 = ρ2p0 + σ
2
u = p1|0

In period 1 we get the signal z1.
And we will form the optimal estimate using a weight k standing for the

‘Kalman gain’thus:

x1|1 = (1− k1)x1|0 + k1z1
Using the logic we saw in the simple 2 signal, timeless example, the first

period gain k1 is given by:

k1 =
p1|0

p1|0 + σ2v

Why is k called the ‘gain’. Perhaps because we are working out how much
we ‘gain’by incorporating the new information to arrive.
At this optimal point, the period 1 ‘posterior’variance [notice the connection

with Bayesian econometrics here], that is the variance of the estimate once we
have combined our prior estimate with the signal, will be given by:

p1|1 =

(
1

p1|0
+
1

σ2v

)−1
This is, equivalently:

p1|1 = p1|0 − p21|0(p1|0 + σ2v)−1

It will be an exercise to show that these two formulae are equivalent.
We can repeat the propagation process now we have p1|1 to get the variance

of our prior estimate of x2|1, p2|1 :

p2|1 = ρ2p1|1 + σ
2
u

Substituting in the equation above for p1|1 we get:

p2|1 = ρ2(p1|0 − p21|0(p1|0 + σ2v)−1) + σ2u
This leads to a general formula for how to update the variane of the estimate

from period to period as new data arrives:

pt|t−1 = ρ2(pt−1|t−2 − p2t−1|t−2(pt−1|t−2 + σ2v)−1) + σ2u
Where:

pt|t−s = E[xt|t−1 − xt]2

And the corresponding period t Kalman gain is:
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kt = pt|t−1(pt|t−1 + σ
2
v)
−1

So, to recap and bring this together, the full Kalman Filter recursion in-
volves.
1. Form your prior over the initial condition of the state, and its variance.

[This could come from introspection, if you are a Bayesian, or some kind of
pre-sample regression analysis, or some theory, or some other data analysis:

x0|0, p0

2. Propagate the prior through into period 1, computing its variance:

x1|0, p1|0

3. Now, for each t,:
i) compute the kalman gain kt

kt = pt|t−1(pt|t−1 + σ
2
v)
−1

ii) then form xt|t using the gain kt to weight your observation zt with your
xt|t−1 :

xt|t = (1− kt)xt|t−1 + ktzt
iii) roll the t index forward 1 to let t = t+ 1
iv) now form xt|t−1 and pt+1|t by propagating through the state equation:

xt|t−1 = ρxt−1|t−1

pt|t−1 = ρ2(pt−1|t−2 − p2t−1|t−2(pt−1|t−2 + σ2v)−1) + σ2u

v) if t < T , go back to 3.i) else stop, you are done.
Note the significance of the condition:

|ρ| < 1

If this condition is satisfied, the prediction-error variance converges to a
number. If not, it doesn’t.
It’s going to be an exercise to prove that it does.
The KF works in a multivariate setting too, of course:

Xt = AtXt−1 + CtUt

Zt = DtXt + Vt

Where the object is to form:

Xt|t = AtXt−1|t−1 +Kt(Zt −DtXt|t−1)
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In a way that is optimal, ie minimising the variance of this estimate about
the true Xt.
For those of you following my macro class, notice the similarity between this

forecast updating equation, and the coeffi cient updating that goes on in the
learning model.
Here our forecast is a function of last period’s forecast, plus the gain times

a term in the surprise between the signals we receive, and what we would gave
guessed for the observeables given our forecast for the state using last period’s
data. But in the macro course we considered only decreasing, or constant gain.
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