
Notes for module on multivariate time series for Bristol MSc Time
Series Econometrics, Spring 2014

These are rough lecture notes for a module on the estimation and iden-
tification of Vector Autoregressions to aid revision. Note that they are not
comprehensive [the slides are]. But they might help make more concrete what
is going on in the algebra in the slides. What’s missing is the discussion of
costs and benefits of different approaches, and the discussion of applications,
and possibly more.
VAR models are the staple of modern empirical macroeconomics. They

serve many purposes. First, like all time series models, they can be used
for forecasting. Second, they can be used to diagnose the causes of business
cycles, if we use some identification strategy to disentangle different economic
or ‘structural’shocks driving the reduced form shocks. Third, they can be used
to estimate business cycle models. Rather than using full information methods
and estimating the DSGE/RBC model directly via maximum likelihood [MLE],
we can use minimum distance estimation, choosing the RBC/DSGE parameter
vector to most closely mimic the impulse response in a VAR to an identified
shock. Fourth, they can be used to adjudicate between competing business
cylce models which have competing predictions for the effects of a structural
shock on observed time series.
1 Cowles Commission models, superceded by Sims’VARs
VARs emerged out of Sims’ critique of Cowles Commission style models.

This is a rough example of a Cowles Commission style model. It has a con-

sumption function, an income equation, a real wage equation, an unemployment
equation, and, somewhat exotically, even an equation for trade union member-
ship. In each equation, lots of variables are excluded, which Sims thought was
‘incredible’. In that there was insuffi cient theoretical justification for them.
For example, theory is pretty silent about the appropriate lag structure in a
model. Also, some variables are designated as ‘exogenous’, only apearing on
the right hand side. For example, below, N appears only on the RHS. (We
can think of this as another kind of restriction: N appears on the LHS at the
bottom, but with zero coeffi cients on all the other variable.)

Ct = c0 + c1Yt + c2Yt−1 + uCt

Yt = y0 + y1Nt + y2Nt−1 + y3Wt + uY t

Wt = w0 + w1Ut + w2TUt + uWt

Ut = u0 + u1Yt + u2Yt−1 + uUt

TUt = tu0 + tu1Yt + tu2Ut + uTUt

Sims instead proposed instead that macroeconometric models should take
the following form:
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Yt =


Ct
Yt
Wt

Ut
TUt
Nt

 =


A0

11 A0
12 . . . A0

16

A0
21 . . . . .
. . . . . .
. . . . . .
. . . . . .

A0
61 . . . . A0

66

Yt−1 +A1Yt−2 + ...Zt

Relative to the original Cowles Commission model this Vector Autoregres-
sion has no restrictions.
Examples of CC style models; Klein has one on google. And also a more

recent example is Svensson and Rudebusch, (1999), which is linked to in the
slides. The Fed still uses FRB-US, a Cowles-Commission style model with 400
equations or so.
Sims’approach is also a product of the Lucas (1976) critique. Lucas argued

that econometric models that were not directly constructed from an explicit
process of writing down the problems that firms, consumers and governments
solve, and forming laws of motion from the aggregation of the individual so-
lutions to these problems, would produce laws of motion that changed when
policy changed. It might seem paradoxical to point out that Sims’VAR ap-
proach emerges from this critique, because his models are not formed this way.
However, Sims argued that researchers should be more modest about what they
do with his models to respect the Lucas Critique. For example, it’s ok to fore-
cast. It is ok to try to use theory to identify structural shocks [theory that
should come from Lucas-Critique-proof models]. In fact, as he later pointed
out with co-authors, it’s ok to conduct policy experiments so long as they are
suffi ciently modest, ie they don’t constitute changes in the instrument too far
from what past behaviour would have implied.
2 Some miscellaneous technical preliminaries.
The lag operator and the lag polynomial notations, used often.

yt = ρ1yt−1 + ρ2yt−2 + ...+ ρpyt−p

= ρ0L
0yt−1 + ρ1L

1yt−1 + ...+ ρp−1L
p−1yt−1

= ρ(L)yt−1

Lag operators can ’point’both ways of course.

Lyt = yt−1, L
−1yt = yt+1

The cholesky factor of a variance covariance matrix:
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Σ =

 σ11 . .
σ21 σ22 .
σ31 σ32 σ33

 =

 a 0 0
. b 0
. . c

 a . .
0 b .
0 0 c


=

 a 0 0
. b 0
. . c

PP ′

 a . .
0 b .
0 0 c


PP ′ = I =

 1 0 0
0 1 0
0 0 1


a, b, c > 0

Givens matrix:

P =


1 0 0 0
0 c −s 0
0 s c 0
0 0 0 1

 , c = cos(θ), s = sin(θ)

If P is orthonormal, then so is a product of many different Ps.

PaP
′
a = I, PbP

′
b = I

(PaPb)(PaPb)
′ = I

Also known as a Givens ‘rotation’, which refers to the angle θ and the trigono-
metric interpretation of a matrix, which is a linear transformation.
VAR impulse response functions. Such functions are used to trace out the

effects of hypothetical shocks.
Begin with a univariate example,
AR(1):

yt = ρyt−1 + et

yirf =


y1

y2

y3

...
yn

 =


e
ρe
ρ2e
...

ρn−1e


Above, by repeated substitution of the shock back into the AR equation

each period, we collect a vector of the impact so far of the shock. This is the
impulse response function.
Now a multivariate example for a VAR(1):
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Yt =

(
y1

y2

)
t

= AYt−1 + et =

(
a11 a12

a21 a22

)(
y1

y2

)
t−1

+

(
e1

e2

)

Yirf,1 =


 = [e,Ae,A2e, ...], e =

[
e1

e2

]

We can use dynamic econometric models to forecast, not just to identify
shocks or diagnose the causes of the business cycle.
One way to write the forecast is as follows, in terms of data recorded to date:

EtYt+h = AhYt

We can also note that this same forecast is the forecast impact of all
the shocks that have it up to today.

EtYt+h = Ahet +Ah+1et−1 +Ah+2et−2 + ...+Ah+net−n

This expression makes it clear that the forecast is the sum of the impulse
responses to all the shocks that have occurred during the past. Terms further
out to the right, corresponding to the impact of shocks estimated to have oc-
curred further back in time, will be making smaller and smaller contributions,
because they will be multiplied by higher and higher powers of A. Which means
smaller and smaller numbers, for a stable VAR. And the forecasts further out
will be smaller, because they will be formed from sums involving terms each of
which has higher powers of h. At least these things are true for VARs which
satisfy the stability conditions.
Here’s how to represent a multivariate VAR(p) as a VAR(1). This will have

some practical uses later. For example, checking for stability of a higher order
VAR is straightforward if we write it first as a VAR(1) in an extended state
vector. Note the analogy with what you did in the first part of the course when
we wrote down a univariate AR(2) as a bivariate VAR(1) in a bivarate state
vector.

Yt = A1Yt−1 +A2Yt−2 + ...ApYt−p + et

Yt =


Yt
Yt−1

...
Yt−p+1

 = AYt−1 + et

A =


A1 A2 ... Ap
Ik 0 ... 0
0 Ik 0 ...
0 0 Ik 0

 , et =


et
0
...
0
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One of the advantages is that we can write down a moving average represen-
tation of a VAR(p) in terms of this new constructed coeffi cient matrix A using
the same formula that we would use for a VAR(1).

Yt =

∞∑
i=0

Aiet−i

Notice how this is related to the formula for the VAR impulse response, and
the forecasts.
OLS estimation of VAR:
Recall OLS estimation for univariate model for yt.

yt = ρyt−1 + et

y = [y2, ...yT ]′, x = [y1, ...yT−1]

ρ̂ = (x′x)
−1

(x′y)

VAR(p) estimation is exactly analogous:

Â =
(
X
′
X
)−1

X′Y

Estimation of vcovmatrix of residuals. Start with univariate case:

yt = ρyt−1 + et

(1/T )êê′, ê = y − ρ̂x
y = {y2...yT }, x = {y1...yT−1}

Multivariate case for VAR(p):

(1/T )êê′, ê = Y − ÂX

Measures of persistence, memory.
Not examined in detail. But you might encounter these ideas in some of

the applications.
Univariate concept of persistence, and relation to unconditional variance of

our data.
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yt = ρyt−1 + et

var(yt) = ρ2var(yt−1) + var(et)− 2ρcov(yt−1, et)

= ρ2var(yt−1) + var(et)

NB : var(yt) = var(yt−1)⇒

var(yt) =
var(et)

1− ρ2

Multivariate concept of inflation predictability in Cogley and Sargent (2005).

P jt = 1−
e′i
∑j−1
h=0

(
Aht
)

Σt
(
Aht
)′
ei

e′i
∑∞
h=0

(
Aht
)

Σt
(
Aht
)′
ei

For univariate case, where A is a scalar, this reduces to inflation persistence.

VAR stability.
In univariate context:

yt = ρyt−1 + et, |ρ| < 1

This guarantees, informally, that the series doesn’t explode. [If the shock
is propagated by something lesss than 1 or less than -1 then the next period’s
value is smaller than the impact value, and the next period after that is smaller
stilll, and so on.
We can think about the univariate series created by a 1 period shock e:

e, ρe, ρ2e, ...ρne

This is the impulse response of course.
So if |ρ| < 1 then for some known shock today:

lim
t→∞

ρte = 0

Which means that the effects of the shock die out eventually.
For some purposes we like to think of the series y has having begun in the

infinite past. This only makes sense [since today’s data are finite] if shocks
infinitely far back have infinitely small effect on todays value. And this same
stability condition allows us to think of the series this way.

yt = et + ρet−1 + ρ2et−2 + ...ρnet−n =

∞∑
s=0

ρset−s

The contribution of the shock infinitely far back to today’s yt is:

lim
s→∞

ρset−s = 0
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And this will guarantee that this univariate series will be a well defined
sum converging to something, which is necessary if we observe a well defined
something, ie yt today.
For a VAR(1):

Yt = AYt−1 + et

x = eig(A); |x| < 1,∀x
det(IK −Ax) = 0⇒ |x| < 1

Where does this come from?
Well, write out the decomposition of a vector Yt as a sum of shocks going

back into the infinite past:...

Yt = A0et +A1et−1 +A2et−2 + ...+Anet−n

= A0L0et +ALet +A2L2et + ...+AnLnet

We want to guarantee that the matrix An is such that, for very large n the
contribution of LnAnet is very small, or, in the limit, infinitely small, ie zero.
The importance of eigenvalues can be seen by recalling that the powers of a
square matrix can be written in terms of a matrix which has the powers of the
eigenvalues as diagonal elements.
So:

An = PDnP−1

Dn =

 λn1 0 0
0 λn2 0
0 0 λnd


P =

[
v1 v2 vd

]
In words, D contains the eigenvalues on the diagonal, and 0s elsewhere, and

P contains the eigenvectors of A in its columns.
So just as if we take ρn when n is very large, and ρ is less than 1 in absolute

value, so if we compute Dn for large n, provided all the eigenvalues are less
than 1 in absolute value, Dn will converge to the null matrix of zeros, so An will
converge to zeros, and so the vector sum we wrote down above will converge to
something.
For a VAR(p),
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Yt =


Yt
Yt−1

...
Yt−p+1

 = AYt−1 + et

A =


A1 A2 ... Ap
Ik 0 ... 0
0 Ik 0 ...
0 0 Ik 0

 , et =


et
0
...
0


x = eig(A); |x| < 1,∀x

det(IKp −A) = 0⇒ |x| > 0

Recap on eigenvectors and eigenvalues.
Here x refers to the eigenvectors, but more normal to use λ.
For a square matrix A:

Av = λv

Where v is an column vector with the same length as the dimension of A,
the eigenvector, and λ is a scalar, the eigenvalue.

3 Frequentist/classical estimation of VARs

You are not expected to know the formulae in this section in any detail,
simply to know the different options.
The likelihood function for a VAR(p)

[Taken from Hamilton].
This material is not examined. But if you are going to take the subject

further, read on. Since you will see how it connects to what you will be
examined on, namely the likelihood function for an AR(1).
Let’s build the likelihood function for a VAR(p). To do that, start from an

AR(1).

8



yt = ρyt−1 + et, et ∼ N(0, σ2
e)

E(y1) = 0

var(y1) = E(y1 − 0)2 =
σ2
e

1− ρ
y1, y

0
1

fy1(y
0
1 ; ρ, σ2

e) =
1√

2π
√
σ2
e(1− ρ2)

exp

[
−y02

1

2σ2
e/(1− ρ2)

]
y2 = ρy1 + e2

(y2 | y1 = y0
1) ∼ N(ρy0

1 , σ
2
e)

fy2|y1(y
0
2 | y0

1 , ρ, σ
2
e) =

1√
2π
√
σ2
e(1− ρ2)

exp

[
−(y0

2 − ρy0
1)2

2σ2
e/(1− ρ2)

]
fy={y1,y2...} = fy1fy2|y1fy3|y2 ...fyT |yT−1

log fy={y1,y2...} = −0.5 log(2π)− 0.5 log[σ2(1− ρ2)]− y02
1

2σ2/(1− ρ2)

−((T − 1)/2) log(2π)− ((T − 1)/2) log(σ2)

−
T∑
t=2

[
(y0
t − ρy0

t−1)2

2σ2
]

Now the LF for a VAR(p), built up in exactly the same way:

Yt | Yt−1, Yt−2, ...Yt−p+1 ∼ N(Yt −A1Yt−1 −A2Yt−2 − ...ApYt−p,Ω)

Yt = [Yt−1, Yt−2, ...Yt−p]
′

A = [A1, A2....Ap]
′

Yt | Yt−1, Yt−2, ...Yt−p+1 ∼ N(A′Yt,Ω)

fYt|Yt−1,Yt−2,...Yt−p+1(Y
0
t , Y

0
t−1, Y

0
t−2....; A,Ω)= ( 2π)−n/2

∣∣Ω−1
∣∣0.5 exp[(−0.5)(Y 0

t −A′Y0
t )
′Ω−1(Y 0

t −A′Y0
t )]

log(fY={Y1,Y2...YT }) = log(fY1|...) + log(fY2|...) + ... =

T∑
t=1

log(fYt|Yt−1,...())

= −(Tn/2) log(2π) + (T/2) log
∣∣Ω−1

∣∣
−0.5

T∑
t=1

[(Y 0
t −A′Y0

t )
′Ω−1(Y 0

t −A′Y0
t )]

As you recall from the course, I recommended NOT estimating using ML
for most purposes, as with a VAR of even moderate dimension, you will end up
trying to maximise a likelihood function of many parameters. Think about the
formula above involving A and how many dimensions that could have. Such
VARs can often have parameters that are ill-determined in small samples [due to
lack of degrees of freedom], which increases the risk of there being an erroneous
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global maximum, aggravated by the fact that there are numerical problems
in finding the maximum of a high dimensional function anyway. Algorithms
to do this can easily get stuck at a local maximum. So estimating by OLS
is one way forward, since this avoids the need to find your sample likelihood
maximum. But this doesn’t get around the problem of insuffi cient degrees of
freedom. Another way of proceeding is to use Bayesian methods. In which
case, in order compute the posterior, we need the likelihood.

Distributions for Impulse Response Functions: bootstrapping
Next task, to cover the construction of distributions for our impulse response

functions.
Suppose we had an AR(1).

yt = ρyt−1 + et

Here, the impulse response function involves only one coeffi cient, ρ, which
we take to higher and higher powers. Thus it’s traced out, as we already saw,
by:

e, ρe, ρ2e, ...ρne

Straightforward estimation by OLS gives us a (normal) distribution for ρ̂.
And, with a bit of algebra, the variance of powers of ρ̂. [Voluntary exercise:
work out what the distribution would look like for an AR(1).
However, in a VAR, even in an AR with more than one lag, things are

not so straightforward, because we may many parameters, and they are jointly
distributed. For instance, if we had a 5 variable VAR with 5 lags of each
variable, we would have 125 parameters. The impulse response would involve
all these parameters, because, for a VAR(p), the IRFs involve successive powers
of A.
Remember that analogously to the AR(1), with suitable definitions, for a

VAR(p) the IRFs are given from:

Y irft+h = Ahe, h = 0, 1, 2...

So the IRFS would be made from multivariate normal distributions. These
don’t always exist. For computational reasons, and because they don’t exist,
an easy if computationally time-consuming way to produce impulse responses
is using boostrapping. Even if analytical formulae do exist, boostrapping can
provide a convenient way to corroborate that you have modified and typed in the
formula correctly into your code. It’s also interesting to try out boostrapping
anyway, as it is very widely used in advanced time series methods.
There are many ways to do it. I’ll explain just one.
Suppose, for simplicity, we have an estimated VAR(1).
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Yt = ÂYt−1 + êt

An algorithm for boostrapping the distribution of IRFs is as follows:

1.Draw, with replacement, a time series of shocks,êi = {êi1, êi2, , , }
2.Create a new time series of observeables using Yt = ÂYt−1 + êit

3.Re-estimate the VAR to produce Âi
4. Compute IRFs using a unit shock e0 = [1, 0, 0...]′ and powers of Âi

5. set i = i+ 1, return to step 1. if i < iter

200 or so iterations or so should be enough.
Suppose you want to compute the IRFs for 20 periods. The procedure above

will generate 20 vectors with iter elements each.
There’s the question, not answered, about how you draw the shocks ran-

domly, given random number generating routines availabe in computers. It
will be an exercise in class to see how to do this.
Matlab, like many similar matrix manipulation programs, offers a few pseudo

random number generators that give you draws from the uniform distribution.
These are numbers between 0 and 1.
How do we draw an index for a time series between 1 and T?
This is easy. We i) get our pseudo-random number from Matlab, between

0 and 1, ii) divide up 0 to 1 by the number of observations in our sample, iii)
inspect which of these divided up regions of 0 to 1 our pseudo-random number
falls in, and then choose that observation.
Things get more complicated if your errors are not white noise. But there

are often ways to handle this. For example, if your errors are serially correlated,
then you can ‘block boostrap’. Which means drawing small blocks of consecu-
tive residuals from your estimated sequence, rather than single residuals.

Local projection methods, [Jorda and Taylor]

This was not covered in the course lectures, and won’t be examined. If you
want to take macro/econometrics further, read it, but if not, skip. This is a
brief description of an alternative way to compute impulse response functions.
Recall the IRF to a reduced form shock in a VAR(1), say.

Yt = AYt−1 + et

IRF rft+h = Ahet, A
0 = IK

IRF st+h = IRF rft+hB
−1
0 , B−1

0

(
B−1

0

)′
= Σ
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A local projection instead finds the IRF at each horizon by running a sep-
arate regression:

Yt+h = µ+ F1Yt + F2Yt−1 + ...FpYt−p+1 + zt

IRFt+h = F1

The idea is that even if we had an VAR(1) as above, Y would exhibit depen-
dence on many previous lags on account of the effects of shocks being felt over
many periods. And this dependence can be estimated explicitly, and the IRFs
computed from that dependence, rather than directly via estimates of A. The
benefit is that we of course estimated A with error. And since IRFs at long
horizons involve successively higher powers of the matrix A, errors compound
the further out the IRF is computed. Local projections avoid this. They can
also be used to estimate IRFs in nonlinear models.
Indirect inference.

This method is very general and appears in many contexts, and due to [].
Here we consider a very specific example; the use of a VAR as an auxilliary
model to make inference about the parameters of a nonlinear model whose
likelihood is hard to compute. The technique is best explained by setting out
the relevant algorithm.

1.Estimate a VAR on the data

2.Generate data from DSGE model for candidate parameter values Ψi

3.Estimate a VAR on the generated data

4.Compute score = Si = distance of 1 from 2

5.Let i = i+ 1;Go back to 2. i < iterm

6. Ψ̂ = Ψi such that S(Ψi) = min(S)

To repeat, entirely in words: you take your nonlinear model, which could
be a DSGE model or something else; choose parameter values, generate data
using the model, estimate a VAR on that data; then compare how close this
VAR is to a VAR estimated on the real data using some metric. Then choose
another parameter vector and repeat until you get the VAR on the artificial
data as close as possible to the VAR on the real data.

4 Structural identification of VARs.

These notes and the slides that derive from them draws heavily on Lutz
Kilian’s survey ‘Structural vector autoregressions’, and there are debts also to
Karl Whelan’s lecture notes and Canova’s textbook. This material on structural
identification is the key part of the course. You need to know all of it in detail
and to be able to cite at least one example of papers that deploy each technique.
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Examples of those papers and some discussion are given as links in the slides
and not repeated here. You won’t be expected to recount applications in great
detail: simply to know the key points. What was done, what was found, why
the paper was useful. Material that would comprise 10-20% max in an exam
question.

The identification problem: comparing the reduced form VAR to
the structural VAR.
We are estimating the following reduced-form VAR:

Yt = A1Yt−1 +A2Yt−2 +A3Yt−3 + ...ApYt−p + et

In order to learn about the structural dynamic model:

B0Yt = B1Yt−1 + ...BpYt−p + ut

(I −B(L))Yt = ut

We typically make the following assumption. That structural shocks are
uncorrelated across equations. (If they are not, this begs the question as to
what economic mechanism gives rise to a correlation, and suggests some aspect
of the model is missing.) And the shocks are normalised so that they have unit
variance. This implies the following about the variance-covariance matrix of
the structural shocks.

E(utu
′
t) = Σu = IK

We can see that if the matrix that encodes the contemporaneous dependence
of the observeables, B0 is intertible, then this structural model has a VAR rep-
resentation too, and it’s by comparison with this structural VAR representation
[which we of course do not know] with the reduced form representation [whose
elements we can estimate consistently, and therefore after estimation treat as
known] that all solutions to the identification problem get going.

B−1
0 B0Yt = B−1

0 B1Yt−1 + ...B−1
0 BpYt−p +B−1

0 ut

Yt = B−1
0 B1Yt−1 + ...B−1

0 BpYt−p +B−1
0 ut

Ai = B−1
0 Bi, et = B−1

0 ut

The key insight is this last equation et = B−1
0 ut. We want to simulate

the effect of a structural shock [like a technology or monetary policy shock] on
our estimated economy. This equation tells us how to translate the structural
shocks into the reduced form equivalent. If we knew B−1

0 we could do this.
Also, by Ai = B−1

0 Bi we can see that if we knew B−1
0 we could uncover all the

structural VAR coeffi cient matrices from the estimated reduced form coeffi cient
matrices. Unfortunately we don’t know B−1

0 .
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Hope about how to proceed stems from noting that we DO know the esti-
mated variance covariance matrix of the reduced form errors, and we know that
since the reduced form errors themselves are related to the structural errors via
B−1

0 , we should suspect that this reduced form vcov matrix is related to its
structural equivalent via B−1

0 too. Note, therefore:

Σe = B−1
0 E(utu

′
t)B
−1′
0

Σe = B−1
0 ΣuB

−1′
0 = B−1

0 B−1′
0

Note that the structrual vcov matrix Σu disappears because we assume it to
be equal to the identity matrix.
The identification problem, and its potential solutions, becomes clear when

we realise that what we know from estimation Σe is symmetric, and so doesn’t
have as many independent elements as B−1

0 B−1′
0 .

To make this more concrete, imagine a simple 2 variable VAR(1).

Yt =

[
y1

y2

]
t

= AYt−1 +

[
e1

e2

]
t

Which we use to find out about the structural model:

[
b0,11 b0,12

b0,21 b0,22

] [
y1

y2

]
t

=

[
b1,11 b1,12

b1,21 b1,22

] [
y1

y2

]
t−1

+

[
u1

u2

]
t

Inverting B0 , and then premultiplying both sides by this B
−1
0 we write:

[
y1

y2

]
t

=

[
b0,11 b0,12

b0,21 b0,22

]−1 [
b1,11 b1,12

b1,21 b1,22

] [
y1

y2

]
t−1

+

[
b0,11 b0,12

b0,21 b0,22

]−1 [
u1

u2

]
t

We then note that:

Σe = E[

[
e1

e2

] [
e1

e2

]′
] =

[
σe,11 σe,21

σe,21 σe,22

]
=

[
b0,11 b0,12

b0,21 b0,22

]−1 [
b0,11 b0,12

b0,21 b0,22

]−1′
=

[
R S
T U

]
The identification problem being that we have THREE knowns in Σe :

σe,11, σe,21, σe,22, [not 4, since covariance matrices are symmetric about the
leading diagonal] but we are trying to discover the values of FOUR unknowns
in B−1

0 B−1′
0 [written above as R,S, T, U ].

To repeat the more general point: the symmetry of variance covariance
matrices means that there is never enough knowns [estimated elements of that
variance covariance matrix of reduced form residuals] to pin down the unknown
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elements of the structural impact matrix, which has as many elements as the
vcov matrix, but where all, absent some restrictions, have to be considered
independent [ie there is no symmetry].

Cholesky identification based on timing restrictions/causal order-
ing.
One solution is simply to use the Cholesky factor of the variance-covariance

matrix as B−1
0 . On account of the properties of a variance-covariance matrix.

In particular that it is positive semi-definite, this can be factored:

Σe = PP ′, P = chol(Σe)

If you are curious, you can look up how to compute this Cholesky factor, but
you won’t need to know it for the exam. (You will need to know its properties.)
Since we know that the following is true:

PP ′ = B−1
0 B−1′

0 = Σe

We have the option of simply setting P = B−1
0 .

Doing so places severe restrictions on the allowable B−1
0 , so for this to be

the right thing to do requires that the economics of our particular case suggest
that these restrictions are ok. P is lower triangular [it has zeros above and
right of the upper diagonal]. This only works if we are prepared to accept that
B−1

0 is also upper triangular.
Example, identifying a monetary policy shock. The data vector comprises

the output gap, inflation and the central bank interest rate respectively. The
reduced form model, presuming P = B−1

0 , would look like this.

Yt =

 xt
πt
it

 =

 p11 0 0
p21 p22 0
p31 p32 p33

B1Yt−1 + ...

 p11 0 0
p21 p22 0
p31 p32 p33

 ux
uπ
ui


t

Recall that we have the es [the reduced form errors] but we want to find
the us [the structural errors]. So we solve for the unknown us in terms of the
known es.

 ex
eπ
ei


t

=

 p11 0 0
p21 p22 0
p31 p32 p33

 ux
uπ
ui


t

eit = p31uxt + p32uπt + p33uit
eit − p31uxt − p32uπt

p33
= uit

This monetary policy shock uit is still in terms of unknown other us, but we
can continue to substitute out, eventually eliminating all the unknowns.
To find uxt:
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ext = p11uxt

uxt = ext/p11

And to find uπt :

eπt = p21uxt + p22uπt

= p21ext/p11 + p22uπt

eπt − p21ext/p11

p22
= uπt

Now we can go back to the expresion for uit and write it entirely in terms
of knowns, which are elements of the cholesky factor of the reduced form vcov
error matrix, ps, and either estimated or conjectured values for the reduced form
shocks e.
And we can recover the assumed structural model coeffi cients:

Ai = B−1
0 Bi

B1 = A1

 p11 0 0
p21 p22 0
p31 p32 p33

−1

Armed with the structural shocks, which are computed from the reduced
form shocks, we can use the reduced form VAR to compute the impact of every-
thing to the structural shocks.

e = B−1
0 u =⇒ u = B0e

Y irfh = AhB0e

Note that Cholesky identification assumptions are not consistent with the
NK model. Write this simple model out:

πt = βEπt+1 + κxt + uπt

xt = Ext+1 − σ(it − Eπt+1) + uxt

it = φππt + φxxt + uit

Note:

πt = f(xt) = f(it) = f(uit)
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In words: a shock to the third equation in the NK model, to the policy
reaction function, would cause the real rate in the output gap equation to move
this period, and that would cause the output gap to move this period, and
since inflation depends on the output gap this period via the first equation,
the Philips Curve, inflation would move this period too. Timing restrictions
encoded in Cholesky are thus invalidated. With Cholesky restrictions, at least
one of the shocks only affects one variable contemporaneously [artifice of the
lower triangularity of the Cholesky factor that we choose as our B−1

0 ].
In fact, things are worse for this model, because it would not have a VAR

representation, since there is no dependence on past values of things. But we
could modify that by putting in lags in any of the three equations, and there
would be microfounded arguments for doing that.
In more complicated higher dimensional versions of this model used by Chris-

tiano, Eichenbaum and Evans, the timing rstrictions are respected, based on an
assumption about so called ‘limited participation’in money and bond markets.

Before we carry on, recap on why we are suffering so much pain to get these
structural shocks ut. It’s these that we can use to test the implications of theory.
For example, theory has nothing very interesting to say about the impact of a
linear combination of all the shocks in the economy. But it does have something
interesting to say - in fact is defined by what it says - about the impact of each
shock individually. Flexible price models say that monetary shocks have no
effects on real variables. So if we can identify a monetary shock in a VAR
and trace its impact on real variables, we have a test of that class of theory.
[Incidentally, in that example the theory fails miserably]. Simple sticky price
models tell us that the impulse response of real variables to monetary shocks is
monotonic. We can also test that. [Fails too: impact usually observed to be
hump-shaped, which led to richer versions of the sticky price model]. If we can
disentangle the shocks, we can also diagnose the causes of business cycles. Real
Business Cycle theory in extreme form says that real business cycles are caused
by technology shocks. That is testable, if we can credibly identify technology
and other shocks.
Identification using long run restrictions
This explanation borrows from Karl Whelan’s slides. You can find this also

in Kilian’s survey, but for the more general case, and less intuitively. Obviously,
you can also find the method explained in the original pioneering papers of
Blanchard and Quah (1989) and others. This is probably the hardest of the
methods to understand, so if you can follow this, you can follow them all.

We know that if only we had prior insight into that unknown contempora-
neous impact matrix B0, our VAR (take the example with 1 lag) can be written
as:

Yt = At−1Yt−1 +B−1
0 ut

And we could compute the structural impulse responses to a vector of unit
shocks as:
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impact period: B−1
0

1 period after: AB−1
0

2 periods after : A2B−1
0

n periods after : AnB−1
0

Important: note that our VAR is going to be in CHANGES of variables. The
long run effects on the LEVELS of variables in our VAR is given by summing
up the impulse responses for the changes. Let the [currently unknown] long
run level effects of the shock be summarised in the matrix D. This matrix is
given by summing up all these impulses.

D = B−1
0 +AB−1

0 +A2B−1
0 + ...+AnB−1

0

= (I +A+A2 + ...An)B−1
0

D = (I −A)−1B−1
0

This formula for the convergent sum of an infinite matrix geometric series is
the matrix equivalent to something you should have met in high school maths:

∞∑
i=0

ai =
1

1− a

Note that the scalar version only holds for |a| < 1, and for the matrix version
of this infinite sequence sum formula, we require:

max
∣∣eig(B−1

0 )
∣∣ < 1

Now note that:

DD′ = (I −A)−1B−1
0 B−1′

0

(
(I −A)−1

)′
= (I −A)−1Σe

(
(I −A)−1

)′
Here we are saying: if we take the square of this hypothetical unknown

long run levels impact, we see that it’s equal to some things we know [involving
the reduced form VAR coeffi cients A] and some things we don’t [the structural
impact matrix B−1

0 . However, we also know from what we did before that that
‘square’of B−1

0 is equal to something we know, the variance covariance matrix
of reduced form VAR residuals, Σe.
Let’s pause a moment to note the the Gali example. He estimated a VAR

in the changes in hours and the changes in productivity.

Yt =

(
∆ log(yt/ht)

∆ log(ht)

)
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His paper used the restriction that only technology shock, which we assume
is the first shock, has a long run effect on the level of productivity [output
divided by labour input in hours]. That would imply a D matrix as follows:

D =

(
d11 0
d21 d22

)
Now, back to the formula for DD′. We can take this formula and compute

the cholesky factor. [1st equation below]
This is entirely in terms of things we know on the RHS.
At the same time, we can note that D is related to an expression we don’t

know. [2nd equation below].
We take that expression, and rearrange so that we have the unknown B−1

0

on the RHS. [3rd equation below]. For the D on the RHS, we substitute in
the matrix computed in the 1st equation below, which, to repeat, is entirely in
terms of knowns.

Dk = chol((I −A)−1Σe
(
(I −A)−1

)′
)

D = B−1
0 (I −A)−1

B−1
0 = (I −A)D

So, to recap, once again we went in search of B−1
0 the matrix that we need

to turn structural shocks into reduced form shocks, and vice-versa. This time
we found it not using restrictions directly on the impact matrix, but using
restrictions on the sum of impulse responses, restricting ourselves to a VAR in
changes of variables, so that the restrictions apply to the effect of a shock the
long run level (the sum of changes). We noticed that that we could get two
expressions for this long run impact matrix. One involving the unknown B−1

0 ,
and one involving known outputs from the reduced form VAR estimation. This
allowed us to proceed.
SVAR restrictions have come under fire. The main critique is the diffi culty

of deploying them in finite samples - obviously always we have finite samples -
where their use can lead to significant inaccuracies.
Identification using sign restrictions.
An alternative way to identify structural shocks is to impose restrictions on

the signs of the impulse responses.
We start noting the Cholesky factor of the reduced-form VAR variance-

covariance matrix:

Σe = PP ′, P = chol(Σe)

Σe = PCC ′P ′, C = Givens

And then, [2nd equation above] note that we can factor further with C, an
orthonormal matrix, here chosen to be a Givens matrix. An example of a 4*4
Givens matrix is:
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1 0 0 0
0 c −s 0
0 s c 0
0 0 0 1

 , c = cos(θ), s = sin(θ)

In a VAR(1), sign restriction identification chooses all C(θ) such that:

sign(S.PCAh) = R

The signum function takes continuous values and writes them as 0s, 1s or
-1s, eg:

sign

[
0 0.05
2 −3

]
=

[
0 1
1 −1

]
The matrix R record our restrictions. We put −1s where variables are

restricted to fall, and vice-versa, plus zeros for unrestricted responses. Imagine
a 2 variable system, where we identify 1 shock only. We might specify that a
shock induced a rise in variable 1, a fall in variable 2, and that there were no
further restrictions. So in this case R would be:

R =

[
−1 0
1 0

]
A selector matrix just selects out elements that we are interested in, which

are multiplied by 1s, and elements that we are not, which are multiplied by
zeros. So suppose we were only interested in the sign of the responses of the
two variables to the first shock. We would deploy a selector matrix like this,
and do element by element multiplication.

S.

[
2 6
0 1

]
=

[
1 0
1 0

]
.

[
2 6
0 1

]
=

[
2 0
0 0

]
It’s just a mathematical way to record in an algorithm on a compute whether

something is negative, positive, or zero. (We could use a different function that
converted the LHS matrix into any symbol so long as we decode it properly
thereafter).
Example. Identifying a monetary policy shock in a 3 variable VAR.
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Yt =


it
πt
xt
urt

 = AYt−1 + et

R =


1 0 1 0
−1 1 1 0
−1 −1 1 0
−1 0 −1 0



S =


1 0 1 0
1 1 1 0
1 1 1 0
1 0 1 0



C(θ) =


1 0 0 0
0 c −s 0
0 s c 0
0 0 0 1


Another, equivalent way to do this is to use the QR decomposition.

1.LKK , Lij ∼ NID(0, 1)

2.L = QR,QQ′ = IK

3.C = Q′

4.Proceed as before

Sign restrictions can be imposed at different horizons, or even multiple hori-
zons. VARs are sometimes oscillatory if have lag lenths longer than 1. And
you may not like this. Or rather you may think that IRFs identified from
such VARs must not be oscillatory since you think all plausible models are not
oscillatory.
If we want to impose at some arbitrarily chosen horizon, then we keep our

restrictions if:
sign(S.PC(ω)Ah) = R

And for multiple horizons imposed, we would have code that computes:

sign(S.PC(ω)Ah1) = R, sign(S.PC(ω)Ah2) = R

Caution on spanning the space of possible impulse response functions.
In the example we imagined a single Givens matrix indexed by one angle, θ.
Searching across different values for this one angle would only span the space

of possible IRFs in the 2 variable case. In general we would need to find products
of n(n− 1)/2 Givens matrices to span that space.
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Note what we said before about the fact that as well as Givens matrices
being orthonormal, so are products of Givens matrices.
Interestingly, as you will find out if you check Wikipedia, every orthonormal

matrix can be written as a product of Givens matrices.
Formally, our C(ω) would be replaced by:

n(n−1)/2∏
i=1

C(ωi)

Note that sign restrictions identification gives us multiple impulse responses,
not single impulse responses. So we then have to decide what to do with the
distribution.
We end up with an array that has 3 dimensions: the number of angles ω that

we tried and kept; the number of variables in Yt, and a dimension recording
the IRF for all the horizons we want.
We could call this:
Y irfh,ω

It was common in the literature before a paper by Fry and Pagan [link in
slides] to simply report moments of this distribution. For example, reporting
the impulse response of say output to a monetary policy shock, they would
compute at each horizon, the median across the impulse responses defined by
the different θs.
Howeer, FP commented that this means that the IRF could potentially come

from many different models at each horizon. Which makes no sense.
So they suggested the following.

1.For each h compute: IRFh = 1/n

n∑
i=1

Y irfh,ωi

2. Find ω̃ = arg min

[∑
h

∑(
Y irfh,ωi

− IRFh
)2
]

3. Plot Y irfh,ω̃

In words: first you compute all the IRFS for different rotations. Then
you find the median at each horizon. Then you find the single rotation which
produces an IRF that lies as close as possible to this median. Other moments
of the distribution are computed in an analogous fashion.
Identification using penalty restrictions.
One can also rank impulse responses according to how well they satisfy

certain penalties. [This topic is not examined].
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Algorithm:

1. draw rotation matrix C(ω)

2. compute K(ω) =

H∑
h=1

(S.PCAh − V h)wh(S.PCAh − V h)′

3. Rank ω according to K(ω)

Identification using the ‘max share’restriction [not examined]
The Gali paper using long run restrictions generated an angry response from

RBC economists who argued that VARs were not good tools to identify shocks.
One part of the critique was, putting it roughly, ‘you can’t estimate the long

run effects of a shock in a small, finite sample’. A partial response was a paper
by Faust [link in the slides] suggesting that shocks be identified as those that
contributed maximally to fluctuations up to an including some finite horizon
[for which finite sample VARs were better equipped to adjudicate on].
Barsky and Sims used this technique to identify news shocks. Now following

Barsky-Sims notation.

yt = B (L)ut

ut = Aεt

AA′ = Σ

yt+h − Et−1yt+h =

h∑
τ=0

Bτ ÃQ (ω) εt+h−τ

Q (ω)Q (ω)
′

= IN , ωK(K−1)/2∗1

Q(ω) = Q(ω1)×Q(ω2)× ...×Q(ωK(K−1)/2∗1)

Ã = chol(Σ)

Now the contribution to FEs up to h of shock j to variable i is:

Ωi,j (h) =
e′i

(∑h
τ=0Bτ ÃQ (ω) eje

′
jQ (ω)

′
Ã′Bτ

)
ei

e′i

(∑h
τ=0BτΣBτ

)
ei

tfpt = ρtfpt−1 + utfp,t + unewstfp,t−1

Ω1,1 (h) + Ω1,2 (h) = 1

The orthoganalisation that picks out the news shock is the one that:

max
ω

(Ωi,j (h))

subject to

Ãω (1, j) = 0, j > 1
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And if you want you can additionally, to include sign restrictions, which we
do in Pinter, Theodoridis and Yates (2013) [’Risk news shocks and the business
cycle’].

Identification through heteroskedasticity, by Rigobon (RESTAT,
2003)
Consider a simultaneous equations problem (we’ll just use the notation and

micro-demand-supply example that Rogobon uses, so you can go back and read
the paper) that we would be confronted by if we collected data on prices and
quantities, but wanted to estimate demand and supply curves.

pt = βqt + εt

qt = αpt + ηt

We observe:

P = {p1, p2...pT } ,
Q = {q1, q2...qT }

We are trying to estimate:

β, α, σ2
ε , σ

2
η

All we can estimate is the reduced form variance-covariance matrix:

Ω̂ =
1

(1− αβ)2

[
β2σ2

η + σ2
ε β2σ2

η + ασ2
ε

β2σ2
η + ασ2

ε σ2
η + ασ2

ε

]
We have two many unknowns relative to the number of equations. This

matrix is symmetric, so it has only 3 separate elements, giving us 3 equations.
But we have four unknowns.
However, if there are two regimes for the structural shock variances, we can

generate another three equations, but with only 2 more unknowns, giving six
equations in six unknowns.

Ω̂s =
1

(1− αβ)2

[
β2σ2

η,s + σ2
ε,s β2σ2

η,s + ασ2
ε,s

β2σ2
η,s + ασ2

ε,s σ2
η,s + ασ2

ε,s

]
, s ∈ {1, 2}

Exactly the same logic can be applied to VARs. If you can justify why the
variance of the structural shocks changes, but not the VAR coeffi cients, you can
use two variance regimes to estimate the unknown B−1

0 .

Applications of identification: estimating a DSGE model by min-
imum distance estimation:
DSGE model is defined by a vector of parameters:Ψ
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MDE solves the following problem:

Ψ̂mde = arg min
[∣∣∣Y (Ψ)− Y (Â,Σe)

∣∣∣]
In words, we compute a metric of the distance beween the impulse response

function (to the identified shock) in the VAR, and the same object in the DSGE
model, for some candidate value of the DSGE parameter values Ψ and then we
take as our Ψ̂mde the estimate the value that minimises this distance.
This method can of course be used in combination with any method for

identifying a VAR’s structural impulse responses. One can also estimate us-
ing weighted sums of impulse responses to differen shocks, where the weights
correspond to the imprecision with which they are estimated.

5 Time-varying parameter VARs.
So far we have asserted that VARs have time-invariant coeffi cients. But

there may be good reasons why such coeffi cients vary. One is that either the
membership of bodies controlling monetary or fiscal policy instruments changes,
or the philosophy guiding them changes. Changes in the monetary policy
reaction function will likely show up in all of the VARs coeffi cients, and not just
in the row of the coeffi cient matrix relating to the interest rate equation in the
VAR. [Remember that the structural VAR coeffi cient matrix is B−1

0 B1].
Cogley and Sargent have imported into empirical macroeconomics, the fol-

lowing, random coeffi cients, time-varying parameter model. The simplest way
to characterise it is to look at a univariate model of inflation persistence, which
was their first concern.

yt = ρtyt−1 + h1/2et

ρt = ρt−1 + vt

lnht = lnht−1 + zt

A multivariate counterpart to this, estimated in many papers is as follows:

Yt = AtYt−1 +H.0.5Et =

 it
πt
xt

 =

 ρi 0 0
0 ρπ 0
0 0 ρx


t

Yt−1 +

 hi
hπ

hx

 .0.5

 ei
eπ
ex


t

At = At−1 + Vt lnhi
lnhπ
lnhx


t

=

 lnhi
lnhπ
lnhx


t−1

+ Zt

These models impose parametric processes on the things that are time-
varying. We might want this or we might not. For example, if it is monetary
policy committee membership change that is leading to evolution in the VARs
objects, then perhaps parametric processes won’t do.
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The parametric processes posed allow authors to estimate the model by
ingenious Gibbs-Sampling based methods. You will encounter GS later in the
course, but in a much simpler context.
My work with Kapetanios and Giraitis suggests a much simpler alternative.

It has two advantages apart from simplicity. First, it can handle very large
dimensions. For reasons we won’t go into, the GS method can’t. Second,
we have theoretical consistency results for cases when the VARs objects follow
these parametric processes, and for cases when they don’t, but instead follow
deterministic processes [are just unknown and very general functions of time].
Here’s how to estimate for an AR(1):

yt = ρtyt−1 + et

ρ̂t =

T∑
k=1

Kk,tykyk−1

T∑
k=1

Kky2
k−1

Kk,t =
1

Th
e−0.5( t−kTh )2

What do we do with such estimates?
Well, They generate:

Yt = ÂtYt−1 + Êt

and Σ̂t

So any method of identification we used for the fixed-coeffi cient VAR, we
can apply to EACH of the estimated vcov matrices in our sample.
To give one example:

B−1
0t = Pt = chol( Σ̂t)

Would give us what we need to compute a different impulse response function
to an identified monetary policy shock, in a 3 dimensional VAR with interest
rates, inflation and the output gap. Analogously, we could do the same for
every other SVAR identification technique.

6 Bayesian VARs

Notion of probability density function, joint density function, conditional
density function, and a marginal density function.
Density function is a funciton that maps a value for something we don’t

know, say a parameter, into a number, interpreted as a probability.
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f(θ)

To be a probability density function the probabilities of all the different
values must equal 1. ∫

f(θ)dθ = 1

Or if we had a bunch of discrete events only:

N∑
i=1

f(θi) = 1

The density function can be multidimensional of course, so we can speak of:

f(θ1, θ2)∫
f(θ)dθ = 1 =

∫
f(θ1, θ2)dθ1dθ2

A conditional density function gives us the set of probabilities for something
given that something else has happened.

f(θ1 | θ2)

And since this is a density function, this also has to integrate to 1.∫
f(θ1 | θ2)dθ1 = 1

Given a joint density function f(θ1, θ2) we can also speak of a marginal
density function for say θ1 :

p(θ1) =

∫
f(θ1, θ2)dθ2

This will be useful because to exactly calculate the posterior for our para-
meters we will need to calculate something called the marginal density of the
data.
To get to Bayes Theorem, let’s start from the definition of a conditional

probability.

p(A | B) =
p(B ∩A)

p(B)

This is true of course if we just reverse the labels, as is stated in the first
line, though we don’t need to reverse p(B∩A) as, as is stated in the second line
p(B ∩ A) = p(A ∩ B). The algebra proceeds by trying to get an alternative
expression for p(B ∩A) to substitute back into the equation above for p(A | B).
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p(B | A) =
p(B ∩A)

p(A)

p(B ∩A) = p(A ∩B)

p(B | A)p(A) = p(B ∩A)

p(A | B) =
p(B | A)p(A)

p(B)

Let’s move on and apply this to the context that concerns us, namely, esti-
mating time series models.
Objective is to characterise the posterior probability distribution over mod-

els.
Suppose we think the admissable class of models is AR(1).

yt = ρyt−1 + et, e ∼ N(0, σ2)

θ = {ρ, σ}

p(θ | y) =
p(y | θ)p(θ)

p(y)

Now we know a bit more about p(y) the marginal data density.

p(y) = p({y1, y2...yT }) =

∫
p(y | θ)p(θ)dθ

We can have more complex priors and posteriors, over different kinds of
models.
For example, we might decide that there are two possibilities. Either the

world is an AR(1), or it’s an AR(2) with stochastic volatility.

M1 : yt = ρyt−1 + et, e ∼ N(0, σ2)

θ1 = {ρ, σ}
M2 : yt = a1yt−1 + a2yt−2 + h0.5

t et

lnht = ht−1 + ut, u ∼ N(0, σu)

θ2 = {a, h, σu}

Now our prior would be what’s called a hierarchical prior over models and
parameters.

p(M)

p(θ1 | M1)

p(θ2 | M2)
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In exactly the same way we can form posterior distribution over models.
This is just a trivial relabelling of what you have already seen.

p(M | y) =
p(y |M)p(M)

p(y)
,

p(y) =

∫
p(y |M)p(M)dM =

2∑
i=1

p(y |Mi)p(Mi)

In Bayesian analysis, we can form posterior odds and Bayes Factors.

p(M1 | y)

p(M2 | y)
=

p(y |M1)

p(y |M2)

p(M1)

p(M2)

Remember that the likelihood in an autoregression which is linear, and with
Gaussian errors, can be viewed as a distribution function. We compute it by
specifying a normal distribution function for the errors, which is defined solely
by a mean and a variance. This allows us to calculate the joint distribution
function of the data, also defined by a mean and a variance.
Bayesians form a prior distribution over parameter values, and combine it

with the distribution over the data (the likelihood) to form a posterior distrib-
ution over the parameters in the light of the data.
Kaddiyala and Karlsson on Posteriors for Bayesian VARs, from

their 1997 JAE paper.

You don’t have to know the details of how to apply Bayesian analysis to the
VAR case, but you will have to know how to do it to the AR(1) case.
We move on to get expressions for the posterior when we are estimating a

VAR. The above paper is very clear and precise on this, so I use their notation
now.
OK, start by writing the VAR(p) that also has exogenous variables xt as:

yt =

p∑
i=1

yt−iAi + xtC + ut

Then stack y and its lags into an enlarged vector y∗t :

y∗t = y∗t−1A + xtD + u∗t

y∗t = [y1, yt−1, ...yt−p]

A =


A1 I 0 ... 0
A2 0 I .. 0
... ... ... ... ..
Ap 0 0 ... I
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This is useful mental exercise! But it’s also helpful later.
Now collect together the exogenous and lagged dependent variables in one

vector and rewrite the equation system as:

yt = ztΓ + ut

Γ = {C′,A′1,A′2...A′p}

We can stack these rows one on top of the other, thus:

Y = ZΓ + U

Where the ith equation here is given as:

yi = Zγi + ui

Litterman’s (1980) priors, modified somewhat by KK are:

E(p(γi)) = 1, 1st own lag

= 0, otherwise

cov(γi, γj) = 0

var(γi) = π1/k on own lags

=
π2

k

σ2
i

σ2
j

on off diagonal lags

= π3σ
2
i on exogenous variables

σ2
i ∝ var(yi)

eg σ2
i = var(êit)

yit = ρ̂1yit−1 + ρ̂2yit−2 + ...ρ̂pyit−p + êit

π1 = 0.005 > π2 = 0.005 < π2 = 105

So, the σ2
i are scaling factors taken from the variance of the errors in pre-

estimated autoregressions of each yi; and these are such that the more variable
i is relative to j the greater the prior variance, ie the more diffuse the prior, ie
the less influence it will have on the posterior.
And the π scaling factors mean that off diagonal variances are smaller than

on diagonal variances, ensuring that the prior mean that these offdiagonal terms
are zero is more tightly enforced.
Following KK, if we write the prior for equation i as:

γi ∼ N(γ̃i, Σ̃i)
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Then, on the assumption that the variance of the errors is known, the poste-
rior for the propagation parameter matrix, which is a product of the likelihood
and this prior, will, since both are normal, also be a normal distribution:

γi|y ∼ N(γi,Σi)

Σi = (Σ̃i
−1

+ Ψ−1
ii ZZ)−1,

γi = Σi(Σ̃i
−1
γ̃i + Ψ−1

ii Z
′yi)

Note the variance-covariance matrix of the errors Ψ whose diagonal elements
are referred to by Ψii is assumed to be known, and computed from the sample
variance of the errors in autoregressions as explained above.
In words, these equations say: given normal priors, and assuming the vcov

matrix known and of the form stated above, the posterior is a normal density,
whose mean is a weighted sum of the prior and the ’data’, where the prior is
given a higher weight the lower is the prior variance; and whose variance is also
a weighted sum of the variance in the prior and the data.

Gibbs Sampling.

The ultimate objective of Bayesian analysis is to be able to plot the posterior
distribution of parameters of interest.
If there were only discrete possibilities for the parameters, this would mean

a histogram with a differnt probability mass for each.
For models (like our AR(1)) with continuous possibilities for the autogre-

gressive and variance parameters, this is a probability density function.
But how do we calculate this function to plot it? In the above example, we

assumed that the matrix for the variance-covariance of the VARs reduced form
residuals was known, and, moreover, that it took a very particular diagonal
form. This enabled us to use nice analytical formula for the moments of the
normal-shaped posterior for the VARs parameters. More generally, this vcov
matrix is of course not known, and we have to use other methods. GS is one
such method.
The problem is that we don’t have a neat formulae to compute the distribu-

tion or plot the histogram. So we have to ‘sample’from it instead. And worse,
we can’t even sample directly from the posterior. What GS does is break a
posterior distribution into multiple conditional distributions from which we can
sample. A very simple example is the multivariate normal.
[Following example in Lancaster, p209]: Suppose we are trying to draw from

a bivariate normal distribution.

θ1, θ2 ∼ N(0, 0,Σ),Σ =

(
1 ρ
ρ 1

)
We can sample directly from this distribution, using software like MATLAB.

But suppose we can’t - just to illustrate what GS is.
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First step is to break the distribution down into conditional blocks from
which we can daw.

θ1 | θ2 ∼ N(ρθ2, 1− ρ2)

θ2 | θ1 ∼ N(ρθ1, 1− ρ2)

Note that the conditional distributions have different means from the mar-
ginal distributions [which show mean zero for both]. Now the algorithm pro-
ceeds as:

1.Choose arbitary θ0
2

2.Draw θ0
1 from θ1 | θ0

2

3.Draw θ1
2 from θ2 | θ0

1

4.Repeat

This will give us a large matrix:

θ11 θ12

θ21 θ22

.. ..
θn1 θn2

As the number of draws n approaches infinity, then any operation on this
matrix will approach the operation on the distribution.
Some examples:

E(θ1|θ2 = 1/n

n∑
i=1

θi1

p(θ1|θ2 < θ) =

n∑
i

Iθ(= 1, θi1 < θ)

n

Why are we going through this? Because the joint distribution of the para-
meters that define the VAR won’t in general have an analytical form that allows
us to draw from it.
In fact the advance of computers and libraries of distribution simulation code

are starting to blur the distinction between the distributions we supposedly can
draw from (like a normal). I say supposedly, because note again that the
normal random number generators are nonlinear deterministic algorithms that
look normal, but are not actually normal, since computers are deterministic.
So, recapping, you have seen how, if you assume that the variance is known

and takes a particular form, we have a normal disribution for the posterior of
the VAR parameters, whose moments are weighted sums of the priors and the
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‘data’. If we drop this assumption, we may have to resort to GS. There are
cases in between, where we allow the variance to be unknown, but itself to have
a distribution [remember a variance can itself be unkown, and therefore have a
distribution] such that when we come to compute the posterior, it generates a
normal posterior. Such distributions for the variance are known as ‘conjugate’
distributions.

7 Lecture on factor models.

Motivation: the curse of dimensionality.
Bayesian methods can be seen as one way round the curse of dimension-

ality, although recognising this would offend genuine philosophical Bayesians.
Another method is to first take your data and reduce the dimension of it by
finding a smaller number of unobserved latent factors that drive all of it. And
then to estimate the dynamic process governing the factors (if there is one), and
to perform all the analysis that we have seen up to this point on the factors
themselves.
To illustrate the curse of dimensionality.
In a VAR with n variables and l lags, there are:

c = n2l +
n(n− 1)

2

Coeffi cients.
Increase the number of variables by m and the number of coeffi cients in-

creases to:

c′ = (n+m)
2
l +

(n+m)(m+ n− 1)

2

The difference is:

c′ − c = (n2 +m2 + 2nm)l − n2l +
(n+m)(m+ n− 1)

2
− n(n− 1)

2

= (m2 + 2mn)l +
2nm+m2 −m

2

While the increase in the number of data points is much less.
Initially we have:

d = nT

Then with the extra m variables we have:

d′ = (n+m)T

So the increase in data points is:
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d′ − d = (n+m)T − nT = mT

This curse is despite the fact that if we omit variables, we will estimate
variance-covariance matrices of reduced form residuals incorrectly, and hence
methods that necessarily rely on factoring this matrix will also fail.

Motivation: The blessing of dimensionality in factor modelling
The blessing of dimentionality, however, operates in the estimation of the

factors themselves.
Gewekes lecture notes illustrate this for the case of estimating a 1 factor

mdoel.

Yit = ΛiFt + eit

1/n

n∑
i=1

Yit = 1/n

n∑
i=1

(ΛiFt + eit)

= 1/n

n∑
i=1

(ΛiFt) + 1/n

n∑
i=1

(eit)

1/n

n∑
i=1

Yit → pΛFt

This just says : the more observed data we have manifesting a single unob-
served latent factor, the more it is likely that the idiosyncratic errors cancel out,
through the law of large numbers.
A simple typology of some factor/VAR models

A static factor model would look like this:

Yt = ΛFt + Ut

Ft = AFt−1 + Zt

The first equation, sometimes known as the ‘measurement equation’ [first
because of it sresemblance to a state-space model in which this label is used,
and second because of the use of state-space models, and this factor model in
measurement applications], involves only contemporaneous terms in the factors.
A dynamic factor model would look like this:

Yt = Λ0Ft + Λ1Ft−1 + Ut

Ft = AFt−1 + Zt

In this case we have lags of the factors in the measurement equation.
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We can actually re-write the dynamic factor model as a static factor model
by noting:

Ft =

[
Ft
Ft−1

]
In which case this dynamic factor model is written as:

Yt =
[

Λ0 Λ1

]
Ft + Ut[

I −A
]
Ft = Zt

Now, to an illustration of a very simple factor model.
Suppose we have 3 underlying concepts, which we are going to associate with

latent factors, inflation, interest rates, and the output gap, denoted Fπ, Fr, Fx.
Suppose we have two measures of each.
We form the following dynamic factor model.

Yt =


π1t

π2t

r1t

r2t

x1t

x2t

 =


Λπ1π Λπ1r Λπ1x
Λπ2π Λπ2r Λπ2x
Λr1π Λr1r Λr1x
Λr2π Λr2r Λr2x
Λx1π Λx1r Λx1x
Λx2π Λx2r Λx2x


 Fπ
Fr
Fx


t

+


Uπ1
Uπ2
Ur1
Ur2
Ux1
Ux2


 Fπ
Fr
Fx


t

=

 Aππ Aπr Aπx
Arπ Arr Arx
Axπ Axr Axx

 Fπ
Fr
Fx


t−1

+

 Zπ
Zr
Zx


t

Which we write more compactly as:

Yt = ΛFt + Ut

Ft = AFt−1 + Zt

In this case, since we have very clear notions that there are three pairs of
observeables, with each pair measuring a different economic concept, we might
well not want to leave all the elements of Λ unrestricted. Instead, we would
esitmate the following:

Yt =


π1t

π2t

r1t

r2t

x1t

x2t

 =


Λπ1π 0 0
Λπ2π 0 0

0 Λr1r 0
0 Λr2r 0
0 0 Λr1r
0 0 Λr2r


 Fπ
Fr
Fx


t

+


Uπ1
Uπ2
Ur1
Ur2
Ux1
Ux2


If we were confident in these priors, this would be more effi cient, allowing us

to get more precise estimates of the unrestricted elements, for reasons familiar
from basic OLS.
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This model, in which we have a measurement equation, and the factors follow
a VAR process, we will term in the course a ‘VAR in the factors’.
Another popular model was the FAVAR or ‘factor augmented VAR’.
You take a VAR in some observeables you think are key, then add [hence

‘augment’] a ’factor’estimated from some other variables.

Yt = AYt−1 + et

Yt =

 it
πt
ft


Xit = Λift + uit

Such a model might be justified if we were relatively confident that we had
measured very well one set of concepts, and so multiple measures would be
redundant. But another set were badly measured and multiple measures were
not redundant at all.
The way this example is written above, I have (realistically) assumed that

interest rates and inflation are well measured, but there are multiple measures
of the output gap - a murky concept, coming from surveys of capacity in firms,
unemployment rates, and detrended output - that are separately combined into
a factor.

Estimation of factor models

How do we estimate the factors? We can estimate the state space modelling
using the Kalman Filter and maximum likelihood. This has the advantage that
we could incorporate it into some Bayesian procedure. But the disadvantage
is that it is hard to program, and may involve the opimisation of a very large
dimension likelihood function, which will be problematic for reasons we already
went through.
Another way is to use a two-step procedure. First we estimate the factors

by principal components. Then we estimate the VAR assuming that the factors
are just like any other data, implying we can use OLS.
Account of estimation follows the Bai and Ng survey linked to in the slides,

and at this point I switch to their notation so you can follow and check it!
The factor model is:

xit = λiFt + eit

Let:
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Xt = (x1t, x2t...xNt)
′

F = (F1....FT )′

Λ = (λ1, ....λN )′

Xt = ΛFt + et

X = (X ′1...X
′
N ) = T ∗N

X = FΛ′ + e,

e = (e′1, ....e
′
N ) = T ∗N

The observed data admit the following decomposition:

Σ = ΛΣFΛ′ + Ω

⇔ Σ = ΛΛ′ + Ω, E(FtF
′
t ) = Ir

Where Σ is the variance-covariance matrix of the data, ΣF is the vcov matrix
of the factors, restricted by assumption, and Ω is the assumed diagonal variance
covariance matrix of the idiosyncratic errors. This should be a familiar echo for
you of undergraduate algebra, when you try to compute the variance of sums
and products of random variables.
For example:

var(ax+ y) = a2var(x) + var(y)− 2a.cov(x, y)

Obviously, by construction the factors are assumed to be orthogonal to the
idiosyncratic shocks hitting the observables, so the covariance term that would
be the matrix analog of this simple scalar example disappears.
In this case we have an exact factor model. An approximate factor model

relaxes diagonality of Ω.
We estimate:

X = FΛ′ + e

Clearly F and Λ are not separately identifiable.
To see this, take any r ∗ r invertible matrix called A:

FΛ′ = FAA−1Λ′

= F ∗Λ∗′,

F∗ = FA,Λ∗ = ΛA−1′

This implies that:

X = F ∗Λ∗′ + e = FΛ′ + e
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To identify, we need to fix this notional r ∗ r rotational matrix and therefore
need r2 restrictions.

F ′F = I =⇒ r(r + 1)/2 restrictions

Λ′Λ diagonal =⇒ r(r − 1)/2 restrictions

(We can use the opposite restrictions too, but you won’t need to remember
that)

Λ′Λ is a symmetric matrix, so diagonality imposes 1/2 as many restrictions
as it would in the absence of symmetry.

Estimation. We are after:

T ∗ k matrix of factors F̃ k

N ∗ k matrix of loadings Λ̃k

The estimators solve the following problem:

min
Λk,Fk

S(k), s.t.F k′F k = Ik,Λ
k′Λk = D().

S(k) = (NT )−1
N∑
i=1

T∑
t=1

(xit − λk′F kt )2

Two typically (but not always) equivalent ways to solve this.
One way is to ‘concentrate out’Λk. In this context, concentrating out

means i) fixing the loading matrices, then optimising wrt the estimated fac-
tors, ii) substituting in these ‘optimised’factors, and optimising wrt the loading
matrices.
Concentrating out in this way, the above problem is equivalent to one of:

max
Fk

tr[F k′(X ′X)F k]

=⇒ F̃ k =
√
T [evc1(XX ′)....evck(XX ′)]

F̃ k′F̃ k

T
= Ik =⇒ Λ̃k′ =

F̃ k′X

T

So the etimated factors are a matrix with each column a factor, and corre-
sponding to the eigenvectors of XX ′ corresponding to the eigenvalues, ordered
largest to smallest.

Structural identification in factor models
Assume we have a VAR(1) in the factors:
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Yt = ΛFt + Ut

Ft = AFt−1 + Zt

E[ZZ ′] = ΣZ = PZP
′
Z = PZCC

′P ′Z

Where C is some orthonormal matrix, which we could denote C = C(ω).
Before, we would check the sign of the impact response to a structural shock

by inspecting the sign of PZC.
Now, since the factors themselves don’t at this point have any economic

interpretation, we have to identify by inspecting their impact on the variables,
by substituting in the shock to the factors into the ‘measurement equation’that
relates the factors to the variables.
Now the impact effect on the variables in Yt is given by: ΛPZC.

sign(S.ΛPZC) = R, sign(S.ΛPZG) = −R
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