
Spring 2015 Bristol MSc Time Series Econometrics

Univariate time series processes, moment and algebra
1 Some moments of a time series

Two notions of the mean of a time series:

E(Yt) = p lim
I→∞

(1/I)

I∑
i=1

Y it = µ

E(YT ) = p lim
T→∞

(1/T )

T∑
s=1

Ys

In the first version, which Hamilton’s textbook uses, we view the mean as the
result of setting off I computers simulating outcomes from our process, and then
averaging across these simulations at a common date t. The mean is viewed as
the average we would get as the number of simulations gets very large.
In the second version, we note that the mean is a notion of the limit of an

expectation over a finite number of draws from one sequence, as that sequence
gets very large.
The variance:

γ0 = E[[Yt − µ]2]

Analogously to the mean, we can think of cross-sectional and time-series
notions of the variance.
Autocovariance:

γj = E[Yt − µ][Yt−j − µ]

Terminology related to covariance, which is computed as:

cov(x, y) = E[(x− µx)(y − µy)]

Autocorrelation:

ρj =
γj
γ0

ie the autocovariance divided by the variance.
Terminology related to correlation:

corr(Yt, Yt−j) =
cov(Yt, Yt−j)√

var(Yt)
√
var(Yt−j)

=
γj√
γ0
√
γ0
= ρj

2 Moving average processes.
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A first-order moving average process models the outcome for today’s ob-
served time series Yt as the weighted sum of past draws of the random shock,
hence ‘moving average’.

Yt = µ+ et + θet−1

Here, µ and θ are parameters, unrestricted at this point.
First moment, mean, or expectation of the MA(1) as we denote it is:

E(Yt) = E[µ+ et + θet−1] = µ+ E(et) + θE(et−1) = µ

Variance of an MA(1):

E[[Yt − µ]2] = E(et + θet−1)
2 = σ2 + θ2σ2 = σ2(1 + θ2)

Here we have used what’s known as the ‘white noise’property of the shocks
et. I think the ‘white noise’ label comes from sound engineering, where tele-
visions, for example, not tuned into a station, produce scrambled graphics and
sound where there is no obvious pattern.
Using the same ‘ensemble’notion as before, ie, averaging across imaginary

and parrallel simulations on a computer:

E(et) = 0

E(et − E(et))2 = σ2

Also we have:

E(etej) = 0, j 6= t

And will, later on, but haven’t yet, invoke:

et ∼ N(0, σ2)

Which will be referred to, in combination with the other assumptions, as us
having a ‘Gaussian white noise process’.
Now we can caluclate the first autocovariance of the MA(1):

γ1 = E[Yt − µ][Yt−1 − µ] = E[et + θet−1][et−1 + θet−2]

= θE[et−1]
2 + E[etet−1] + θE[etet−2]

= θσ2 + 0 + 0

Higher order autocovariances are all zero. [It’s an exercise to show this
given what we have assumed so far].

There of course exist higher order moving average processes.
An MA(2) process is given by:
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Yt = µ+ et + θ1et−1 + θ2et−1

And therefore we would write an MA(n) process as:

Yt = µ+ et + θ1et−1 + θ2et−1 + ...+ θnet−n

It will be an exercise to write down an infinite order moving average process.
3 Stationarity and ergodicity

Covariance or weak stationarity:

E(Yt) = µ,∀t
E[Yt − µ][Yt−j − µ] = γj ,∀t,∀j

Ie, if both the mean, variance and autocovariances are independent ot t, the
series is covariance stationary.
Strict stationarity imposes an additional requirement that the joint density

of:

{Yt,Yt+j1,Yt+j2 , ...Yt+jn}

depends only on the difference between the dates j1....jn and not on the
actual dates themselves.
Strict stationarity implies weak stationarity, but not vice versa.
If the densities that we are integrating over are independent of time, then

the first and second moments will be time-independent too, but it’s possible
that first and second moments could be time-independent, yet higher moments
are not.
An additional property is ergodicity.
This has to do with the two different mean concepts we encountered earlier.
Ergodicity is the property that the ‘time series average’converges, for large

t to the average across imaginary simulations at some date t.
As an illustration of stationarity or lack of it, consider the AR(1) process:

yt = ρyt−1 + et, et ∼ N(0, 1)

Let’s conduct a Monte Carlo simulation of this process, with two calibrations
for the autoregressive parameter ρ, 0.8 and 1.002. A Monte Carlo simulation is
where we investigate things by computer experiment/simulation. It was called
Monte Carlo after the casinos there, and named this by Nicholas Metropolis, a
famous celebrated statistician who’s Father used to gamble in the Monte Carlo
casinos. We will be studying Bayesian econometrics later in the module and
will meet techniques that Metropolis pioneered.
Here are two Monte Carlo exercises computing the time series and cross

section notions of the variances for stationary and non-stationary versions of
the AR(1).
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The first panel computes the variance across simulations at each time period.
You can see that the variance has no trend as we move along the time series.
The second panel takes one of the simulations, and computes a rolling vari-

ance, adding 1 period to the window each time. Once again, after we have
accumulated enough periods for the small sample effect to die out, the vari-
ance seems relatively constant over time. This is what we would expect for a
stationary series in small sample.
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By contrast, this panel repeats for a value of the autoregressive parameter
just slightly above the critical threshold of 1, at 1.002. You can see that the
variances in the cross section explode out as the time period is pushed out.
Note here that we have shrunk the variance of the shock too. In the second
panel, the time series variance also increases as we move out along the sample.
4 Autoregressive time series processes
The simplest AR process is the AR(1).
This is given by:

Yt = c+ φYt−1 + et

But, analogously to MA processes, we can have higher order processes. An
AR(2) is:

Yt = c+ φ1Yt−1 + φ2Yt−2 + et

And, once again, we can have AR processes of any order.

We are going to move on to estimation of this AR(1) process via maximum
likelihood. And that will require being able to compute the mean and the
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variance of the process. So that will be an exercise. Use the same ideas as we
used above for the MA(1).
5 ARMA processes
It may be appropriate to model a time series as a mix of an autoregressive

and a moving average process.
An ARMA (1,1) is:

Yt = c+ φ1Yt−1 + et + θet−1

But we could imagine more complex, higher order mixed autoregressive mov-
ing average processes. [And the assignment will get you to do that].

6 MA(∞) representation of an AR process
Under some conditions, AR processes have an MA representation. This can

prove useful in analysing a time series.
Recall the AR(1):

Yt = c+ φYt−1 + et

Now substitute in for Yt−1 replacing it with the decomposition suggested by
the AR(1), thus:

Yt = c+ φ(c+ φYt−2 + et−1) + et

= φ2Yt−2 + φ(c+ et−1) + (c+ et)

Repeat the process to substitute out for Yt−2:

Yt = φ3Yt−3 + φ
2(c+ et−2) + φ(c+ et−1) + (c+ et)

And so on until we get:

Yt = φnYt−n + φ
n−1(c+ et−(n−1)) + ..+ φ(c+ et−1) + (c+ et)

Provided |φ| < 1, the term in Y disappears as n→∞, so we are left with:

Yt =

∞∑
s=0

φs(c+ et−s)

Here we see directly how Y can be viewed as manifesting an infinite sequence
of past shocks. And we see that for this to be the case, for Y to exist as a finite
number, the coeffi cient that multiplies, or propagates those shocks, has to be
less than unity in absolute value. Also, you can see that under this conditions,
shocks further and further away have less and less impact on today’s value.
7 The impulse response function
The MA(∞) representation lets us see how a time series observation is a

reflection of all shocks that have occurred in the past. A similar concept is the
impulse response function, which allows us to trace out the effects of a single
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shock out into the indefinite future. We ask ourselves, starting at some arbitary
Yt = 0, after a shock et what value will Yt take at some time t+h in the future?
(Using h here because we often speak of the IRF at a particular ‘horizon’).
Obviously this will differ, depending on the kind of process that we have. But
suppose we have an AR(1) with zero constant.
Today’s Yt is given by:

Yt+0 = et+0

Tomorrow’s Yt, Yt+1:

Yt+1 = φYt+0 = φet+0

The day after tomorrow’s Yt, Yt+2 :

Yt+2 = φYt+1 = φ2Yt+0 = φ2et+0

And so on:

Yt+h = φYt+(h−1) = φhYt+0 = φhet+0

To take an example, suppose:

φ = 0.8, e0 = 1

In fact, since the IRF is used simply to illustrate the implications of a par-
ticular estimated time series process, we usually do take standardised sizes for
the shock.
So, tracing out the IRF in this case:

Y0 = 1

Y1 = 0.8 ∗ 1 = 0.8
Y2 = 0.8 ∗ 0.8 = 0.64
Y2 = 0.83 = 0.512

Yn = 0.8n

Y∞ = 0.8∞ = 0

It will be an exercise for you to comment on how this IRF relates to the
MA(∞) of an AR(1). And to write IRFs for different processes.
8 The forecast
As we discussed in the overview and introductory slides for the course, and as

ought to be obvious from reading the financial press, a key activity in time series
analysis is forecasting. Now we have got to grips with some time series processes,
we can compute forecasts for different horizons, and they are intimately related
to IRFs.
Stick with our simple AR(1) process with zero constant:
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E0Y1 = E0[φY0 + e1]

In words, this says: our forecast, or expectation of tomorrow’s Y , with
information we have today, is the sum of how we expect today’s output, which we
know, to propagate out to tomorrow, plus anything we know about tomorrow’s
shock. With a white noise process, our expectation of tomorrow’s shock is
zero. In real life you will find forecasters thinking through particular scenarios
for shocks hitting in the future. Or the implications of pre-announced changes
to taxes or regulations. So the e’s may not always be zero. But for us they are.
When discussing forecasts, it helps to put the time subscript on the expectation
operator to reinforce that we are using the time-series notion of expectation,
and not the ‘cross-sectional’notion we used sometimes earlier.

E0Y1 = E0[φY0 + e1] = φY0 + 0 = φY0

And working through the same logic:

E0Yh = φhY0

Now we have the forecast, we can also compute the forecast error.
Hypothetically, if there were no non-zero values for the shocks after today,

then our forecast would be exactly right. Put another way, forecast errors are
due entirely to the effects of future unpredictable values for the shocks.
The forecast error at some horizon h FEh is:

FEh = φhY0 − Yh
From our earlier analysis, we know that when time has passed and we finally

observe Yh we will be able to decompose it as a function of past shocks and
today’s Y0 :
First, looking at the decomposition of Yh.

Yh = φYh−1 + eh

= φ[φYh−2 + eh−1] + eh = φ2Yh−2 + φeh−1 + eh

= φhY0 +

h−1∑
s=0

φseh−s

So we can see that the forecast error is:

FEh = φhY0 − Yh

= φhY0 − [φhY0 +
h−1∑
s=0

φseh−s]

=

h−1∑
s=0

φseh−s
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Armed this forecast error expression, we can do all kinds of things: compute
expectations; compare the expectations to actual data on forecast errors; use
this to evaluate our expectations [which are based on our time series model, so
we are evaluating our model thereby]; we can compute revisions to forecast,
and expected revisions; and compare expected revisions to forecasts with actual
data on revisions.... and so on.
9 Multivariate techniques for writing an AR(2) - or higher as an

AR(1)
Suppose we have an AR(2):

Yt = φ1Yt−1 + φ2Yt−2 + et

We can actually represent this as a VAR(1) [a vector autoregressive process
of order 1, ie with 1 lag].
We do this as follows:

[
Yt
Yt−1

]
=

[
φ1 φ2
1 0

] [
Yt−1
Yt−2

]
+

[
et
0

]
Yt = ΦYt−1 +Et

The first row in this matrix equation bears the real meat of our AR process.
The second is just an identity saying that the first lag is equal to the first
lag. Why would we do this? Well, it has certain advantages. Often we get
the general expression for something like an impulse response, or foreast, or
standard error of a coeffi cient, using the AR(1) form, and then fit the model
into the AR(1) form. It will be an exercise to see how we do this for higher
order AR processes. Here you are getting a taste of the VAR analysis that this
part of the course is building to.
10 The lag operator
The lag operator crops up often in univariate and multivariate time series

analysis. It gets more useful the further you dig into the subject.
The operator is written thus:

L(Yt) = Yt−1

L2(Yt) = L(Yt−1) = Yt−2

L−1(Yt) = Yt+1

We can use the lag operator to rewrite some of the objects we have already
come across.
For example:

Yt = φ1Yt−1 + φ2Yt−2 + φ3Yt−3 + φ4Yt−4 + ...+ φpYt−p + et

= φ1LYt + φ2L
2Yt + φ3L

3Yt + φ4L
4Yt + ...+ φpL

pYt + et

= (φ1L+ φ2L
2 + φ3L

3 + φ4L
4 + ...φpL

p)Yt + et
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Note that the term in brackets is sometimes referred to as ‘a polynomial in
the lag operator’.
Note that the lag operator and multiplication are ’commutative in multi-

plication’, ie it doesn’t matter whether you multiply before or after you have
applied the lag operator. For example:

L(φYt) = φLYt = φYt−1

Let’s explore the lag operator further.
Use it to rewrite a simple AR(1) process as follows:

Yt = φYt−1 + wt

⇒ Yt = φLYt + wt

⇒ (1− φL)Yt = wt

Now ‘multiply’[Hamilton has this in quotes because he really means ‘operate
on’] both sides of the equation by:

(1 + φL+ φ2L2 + φ3L3 + ...+ φtLt)

To get:

(1 + φL+ φ2L2 + φ3L3 + ...+ φtLt)(1− φL)Yt
= (1 + φL+ φ2L2 + φ3L3 + ...+ φtLt)wt

On the LHS Yt is being operated on by a compound operator given by the
product of the two terms in brackets. Expanding these out gives:

(1 + φL+ φ2L2 + φ3L3 + ...+ φtLt)−
(φL+ φ2L2 + φ3L3 + φ4L4 + ...+ φt+1Lt+1)

= (1− φt+1Lt+1)

Rewriting our original relation with this expanded out compound operator,
the implication is that:

(1− φt+1Lt+1)Yt = (1 + φL+ φ2L2 + φ3L3 + ...+ φtLt)wt
Write the left hand side out explicitly, dropping the lag operator usage, as:

Yt − φt+1Yt−(t+1) = Yt − φt+1Y−1

As t gets very large, and provided |φ| < 1, the term φt+1Y−1 goes to zero.
So with all this complicated business of lag operators, we have arrived at the

MA(∞) represenation of the AR(1)!
Namely:
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Yt = (1 + φL+ φ
2L2 + φ3L3 + ...+ φtLt)wt, t→∞

Observing this, we can also deduce that:

(1 + φL+ φ2L2 + φ3L3 + ...+ φtLt)(1− φL)Yt = Yt

In other words:

(1 + φL+ φ2L2 + φ3L3 + ...+ φtLt) ' (1− φL)−1

Noting that:

(1− φL)(1− φL)−1 = 1

Where ‘1’here is the ‘identity operator’such that:

1Yt = Yt

To emphasise, provided |φ| < 1, we can ‘divide’both sides of

(1− φL)Yt = wt

by (1− φL) to get:

Yt = (1− φL)−1wt
= wt + φwt−1 + φ

2wt−2 + φ
3wt−3 + ...

This is what is often referred to as the invertibility of an AR. Analogous
properties can be deduced of multivariate processes.
The mean and variance of an AR(2)
It’s going to be an exercise for you to compute the mean and variance of an

AR(1).
In these notes, we now go through how to compute the mean and the variance

of an AR(2). As you will see when you compare, the extra lag makes the process
considerably more involved.
Let µ = E(Yt)
An AR2 is given by:

Yt = c+ φ1Yt−1 + φ2Yt−2 + et

Take expectations:

E(Yt) = c+ φ1E(Yt−1) + φ2E(Yt−2) + E(et)

⇔ µ = c+ φ1µ+ φ2µ+ 0

⇔ µ =
c

1− φ1 − φ2
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So we have computed the mean.
Now the variance. The basic strategy is going to be to turn the AR(2)

equation, which relates the level of our variable Yt to its lag, into an equation
which relates the ‘contemporaneous’autocovariance (the variance) to its lags,
(the autovariance of orders 1, 2).
We can rewrite the AR2

Yt = c+ φ1Yt−1 + φ2Yt−2 + et

Using:

c = µ(1− φ1 − φ2)

Thus:

Yt = µ(1− φ1 − φ2) + φ1Yt−1 + φ2Yt−2 + et
⇒ Yt − µ = φ1(Yt−1 − µ) + φ2(Yt−2 − µ) + et

Multiplying by Yt − µ and taking expectations (in order to turn the LHS
into a variance):

E(Yt − µ)(Yt − µ)
= E[φ1(Yt−1 − µ)(Yt − µ) + φ2(Yt−2 − µ)(Yt − µ) + et(Yt − µ)]

This is written as:

γ0 = φ1γ1 + φ2γ2 + σ
2

And the third term on the RHS comes from noting that:

E[et(Yt − µ)] = E[et(φ1(Yt−1 − µ) + φ2(Yt−2 − µ) + et]
= 0 + 0 + σ2

We are not done yet, because we need to work out γ0, the variance, in terms
of the primative parameters of the AR2 process, (that is φ1, φ2, σ) not the
autocovariances γ1 and γ2.
Now, multiply our earlier expression for Yt − µ by Yt−j − µ and take expec-

tations [note, not by Yt − µ as before].
This produces:

E(Yt − µ)(Yt−j − µ) = E[φ1(Yt−1 − µ)(Yt−j − µ) + φ2(Yt−2 − µ)(Yt−j − µ) + et(Yt−j − µ)]
γj = φ1γj−1 + φ2γj−2
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If we divide by γ0 we get an equation in the autocorrelations, [by the defin-
ition of the autocorrelations]

γj
γ0

= φ1
γj−1
γ0

+ φ2
γj−2
γ0

⇔ ρj = φ1ρj−1 + φ2ρj−2

Now, set j = 1 and this ‘dynamic equation’implies:

ρ1 = φ1ρ0 + φ2ρ−1

⇔ ρ1 = φ11 + φ2ρ1

⇒ ρ1 = φ1/(1− φ2)

Note that we have used:

ρ0 = 1, ρ−1 = ρ1

Loosely speaking, the autocorrelation of a variable contemporaneously is 1,
and the autocorrelation with a lead is the same as with a lag.
Now set j = 2 and the same equation implies:

ρ2 = φ1ρ1 + φ2

= φ21/(1− φ2) + φ2
Where the second line comes from substituting in for the earlier equation

for ρ1.
Now, note that the ‘dynamic’equation in terms of autocovariances can be

rewritten:

γ0 = φ1γ1 + φ2γ2 + σ
2 ⇔

γ0 = φ1ρ1γ0 + φ2ρ2γ0 + σ
2

Subsituting in for ρ1,ρ2 we get:

γ0 = [
φ21

1− φ2
+

φ2φ
2
1

1− φ2
+ φ22]γ0 + σ

2

This defines the variance implicitly in terms only of the parameters of the
AR(2) process itself.
Rearranging in terms of γ0 on the LHS:

γ0 = [1−
φ21

1− φ2
− φ2φ

2
1

1− φ2
− φ22]−1σ2

We can verify that this is the same as Hamilton’s equation on page 58 [though
you won’t be asked to simplify any further than the above].
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