
Bristol MSc group, Spring 2015, Time Series Econometrics
Estimation and inference using on maximum likelihood
1. Introduction

Imagine we had two time series processes, one high persistence and low
variance, and another with the opposite characteristis.

y1,t = 0.98 ∗ y1,t−1 + 1 ∗ u1,t
y2,t = 0.4 ∗ y2,t−1 + 3 ∗ u2,t

The data series that these processes would generate would look like this:
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The green line is generated by the first process, the blue by the second. If we
had observed a time series like the green line, it would require a very unlikely
sequence of shocks to get the process that generated the blue line, the low
persistence/high variance process, to generate it. For instance, to get the rising
profile of the green line in the periods 1-60, given low persistence, we would need
shocks that were all positive, and therefore highly autocorrelated. We would be
very unlikely to draw such a sequence of shocks since they are white noise and
therefore not autocorrelated. So parameter values that define the blue process
would be very ‘unlikely’to have given our data set. Though not impossible. So
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maximum likelihood is about finding the values of the parameters that are most
likely to have generated the data we have. In this silly example, of course we
know the parameters, because we set up the process in Matlab and generated
the data ourselves. But in real life we don’t.

2. Deriving the Likelihood for an AR(1) [Hamilton section 5.2,
p118-119]

A stationary AR(1) process takes the form:

Yt = c+ φYt−1 + et

et ∼ i.i.d,N(0, σ2)

|φ| < 1

The unknown parameter vector to be estimated is θ = {c, φ, σ2)
Let us form the probability density function of Y1, the random variable that

is the first observation in the sample. This random variable has the following
mean and variance:

E(Y1) = µ =
c

1− φ

var(Y1) =
σ2

1− φ2

Because {et}∞t=−∞ is Gaussian, so Y1 is a Gaussian random variable.
So we write:

Y1 ∼ N(
c

1− φ,
σ2

1− φ2
)

Since the normal probability density for a generic random variable x is given
by:

f(x, µ, σ) =
1

σ
√
2π
e−

1
2 .

(x−µ)2

σ2

The probability density function (pdf) for Y1, is therefore given by:

fY1(y1; c, φ, σ
2)

=
1

√
2π
√
σ2/(1− φ2)

exp[−1
2
.
[y1 − (c/1− φ)]2

σ2/(1− φ2)
]

A calibrated example illustrates the likelihood for Y1, assuming φ = 0.8, c =
3, σ2 = 4 :
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Now the distribution of second observation Y2 conditional on us having ob-
served Y1 = y1.
Note the random variable Y2 is generated from:

Y2 = c+ φY1 + e2

Therefore:

(Y2|Y1) ∼ N((c+ φY1), σ2)

Meaning that the pdf of Y2 conditional on Y1 is given by:

fY2|Y1(y2|y1; θ) =
1√

2π
√
σ2
exp[−1

2
.
[y2 − c− φy1]2

σ2
]

Therefore the joint density of the first two observations in the time series,
y1 and y2 is:

fY1,Y2(y1, y2; θ) = fY2|Y1(y2|y1; θ)fY1(y1; θ)

In same way, distribution of third observation conditional on the first two is:
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fY3|Y2,Y1(y3|y2, y1; θ) =
1√

2π
√
σ2
exp[−1

2
.
[y3 − c− φy2]2

σ2
]

And the joint density of the first three observations is:

fY3,Y2,Y1(y3, y2, y1; θ) = fY3|Y2,Y1(y3|y2, y1; θ).fY1,Y2(y1, y2; θ)
= fY3|Y2,Y1(y3|y2, y1; θ).fY2|Y1(y2|y1; θ)fY1(y1; θ)

General expression:

fYt|Yt−1,Yt−2,..,Y1(yt|yt−1, yt−2, ...y1; θ) = fYt|Yt−1(yt|yt−1; θ)

=
1√

2π
√
σ2
exp[−1

2
.
[y3 − c− φy2]2

σ2
]

Likelihood (the probability density function value) of entire sample, for a
candidate parameter value, is therefore:

fYT ,YT−1,YT−2,..,Y1(yT , yT−1, yT−2, ...y1; θ) = fY1(y1; θ).

T∏
t=2

fYt|Yt−1(yt|yt−1; θ)

And the log-likelihood function L(θ) is therefore:

L(θ) = log fY1(y1; θ) +

T∑
t=2

log fYt|Yt−1(yt|yt−1; θ)

And this is calculated as:

L(θ) = −1
2
log 2π − 1

2
log

(
σ2

1− σ2

)
− (y1 − [c/(1− φ)])

2

2σ2/(1− φ2)
...

−[(T − 1)/2] log 2π − [(T − 1)/2] log σ2 −
T∑
t=2

[
(yt − c− φyt−1)2

2σ2

]

3. Maximising the likelihood using numerical methods

In some cases, like the one here, there will be analytical solutions to the
problem of finding the parameter constellation that maximises the likelihood.
Indeed, in the linear, Gaussian case, this will be the same as the OLS esti-
mate. However, it is still useful to work with the likelihood and to know how
to maximise it.
What we are searching for is a value of {σ, φ, c} for which the derivatives of

the likelihood with respect to our choices are zero. Namely, we want choices
such that we can’t improve the likelihood by changing them, thus we need:
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{σ, φ, c}, s.t :

dL(θ)

dσ
= 0,

dL(θ)

dφ
= 0,

dL(θ)

dc
= 0

These conditions will often be nonlinear in the parameters of interest, and so
can’t be solved for with pencil and paper. So we have to numerically maximise
the likelihood. Methods to do this, nevertheless use this insight about the
gradients of the likelihood at the optimum to proceed.
This technique is worth studying because it crops up in many contexts in

economics too, not just economics. For example, solving rational expectations,
representative agent business cycle model boils down to solving a system of
nonlinear equations linking consumption (and possibly other things) from one
period to another (via an Euler equation), with as many equations (or pairs of
equations, if we have capital) as periods.
What follows is a very brief introduciton to a big topic. It’s taken from Heer

and Maussner, section 8.5, but see also Judd’s textbook ‘Numerical methods...’
for an excellent review of the many different methods, and also the intuition
behind them.

3.1 univariate numerical maximisation using Newton-Raphson

We begin with a one-dimensional example, and then move on to multidimen-
sional examples. So, for example, a one dimensional example would be where,
perhaps, from some other insight we know the constant and the variance in our
AR1, but want to know the propagation parameter. Ie we know c, σ but seek
to find the value of φ that maximises the likelihood.
Suppose we want to find the root x∗ that solves the problem f(x) = 0.

x∗, s.t.f(x∗) = 0

Start with a point x0.
We approximate f linearly around x0 [recall Taylor’s theorem]:

g0(x) = f(x0) + f
′(x0)(x− x0)

The value of x1 that solves g0(x1) = 0 is:, [ie x1, s.t.g
0(x1) = 0]

x1 = x0 −
f(x0)

f ′(x0)

We then repeat that process over and over, until we get a value of x that
solves the problem to within an acceptable tolerence, or, when x doens’t change
much from one iteration to the next.
So, NR involves iterating over:

xs+1 = xs −
f(xs)

f ′(xs)
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The algorithm, without any further modification, would carry on forever,
so we also have to introduce a ‘stopping criterion’, where we terminate when
the answers are not too different one iteration to the next. HM also use a
modification of this strategy to cope with the fact that sometimes the proposed
root of the linearly approximated system will lie in a region in which the function
is not defined. to cope with this problem, we introduce a step that checks
whether xs+1 lies in the domain of the funciton or not, and, if not, we choose a
point that lies on a line drawn between xs and xs+1 until we get to a point in
the domain.
3.2 Multivariate numerical maximisation using NR

That is the method explained for single functions taking 1 argument. But
our simple AR1 estimation involves 3 unknowns, which means we have FOCs
with respect to 3 parameters, and a system of 3 equations therefore in 3 un-
knowns.
First define the matrix function f via the following:

0
0
...
0

 =

f1(x1, ...xn)
f2(x1, ...xn)

...
fn(x1, ...xn)

 = 0 = f(x)
Rather than a single derivative, in our one dimensional example, we now

work with a Jacobian, which is a matrix of partial derivatives J(x).
Then:

J(x) =


f11 f12 ... f1n
f21 f22 ... f2n
... ... ... ...
fn1 fn2 ... fnn

 , where f ij = ∂f i(x)

dxj

Now the multivariate linear approximation g(x) of our nonlinear equation
system f(x) is given by:

g(x) = f(x 0) + J(x0)dx,dx = x− x0

And solving for g(x1) = 0 gives:

x1 = x0 − J(x0)
−1
f(x0)

Iterating on:

xs+1 = xs − J(xs)
−1
f(xs)

Will cause estimates to converge on x∗ provided the initial guess x0 is suf-
ficiently close. If not, the iteration may generate values that lie outside the
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domain, for which f(xs) is not defined. To combat this, we place bounds on
allowable xs such that within the bounds f(xs) is well defined.
This leads the following algorithm [8.5.1 in HM edition 1, pp 461]

1. Initialise : choose x0 ∈ [x,x], i = 0
2. (i) Compute J(xi),

2. (ii) solve f(xi) + J(xi)(xi+1 − xi) = 0

2. (iii) if xi+1 /∈ [x,x], choose λ ∈ (0, 1), s.t. x′i+1 = xi+λ(xi+1−xi) ∈[x,x]
2. (iv) set xi+1 = x′i+1

3. check convergence :stop if
∥∥f(xi+1)∥∥ < ε, else set i = i+ 1 and go to 2

There are many other modifications to NR, and other approaches too. Learn-
ing and understanding this one will open up the comprehension of others more
applicable to your context. And nonlinear root finding like this crops up in
many many contexts, not just the one we have seen here.
This algorithm is written for a general problem. It is an exercise to see how

it applies to the 3 parameter MLE estimation of the AR1 presented above, but
a relatively trivial one involving just some prelminary definitions.
We move on now to inference with MLE.

4. Inference with maximum likelihood [Hamilton, section 5.8, p
142-145]

The first approach is to calculate the distribution of the MLE estimates, and
report confidence intervals.
Assuming i) neither the true or estimated θ take boundary values, and ii)

sample size T is suffi ciently large, we can approximate the distribution of θ̂ thus:

θ̂ ∼ N(θ0, T−1P−1)
There are 2 ways to estimate P and we will cover one, mentioned in Hamil-

ton, called the ‘second derivative’estimate:

P̂2d = −T−1
d2L(θ)

dθdθ′
|θ=θ̂

Substituting this expression into the above, we get:

θ̂ ∼ N(θ0,
[
−d

2L(θ)

dθdθ′
|
θ=θ̂

]−1
)

We can use this distribution to get confidence intervals for the estimate of θ̂.
Or, as we will see later, perhaps to get posterior distributions, having combined
them with our priors.
Some intuition.
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At the maximum likelihood estimate, the likelihood obviously is flat. You
can’t improve it by peturbing the parameters away from the ML estimate. But
the rate of change of the slope tells you, at the ML estimate, how much the
likelihood is going to change if you move one or all of the parameters away from
the MLE by some amount. If the likelihood doesn’t fall much even if you move
the parameters a long way, then, working back, this will imply that the second
derivatives were not so large either. Restating, if the likelihoods are not much
different between the ML estimate and some hypothesised alternative, then one
has little confidence in the ML estimate. Or, equivalently, an interval that
means with 95 per cent probability the true parameter should fall within it will
be large.
A second useful approach to inference is to conduct likelihood ratio tests.
This is done by:
1. maximising the likelihood as we have seen already
2. maximising the likelihood subject to a set of constraints on a subset of

the parameters.
3. Computing:

L(θ̂)− L(θ) ' χ2(m)

Where:
Note that obviously the likelihood maximised with restricitons will be less

than the unrestricted maximum [unless either you have a numerical error, or the
parameter is not identified]. And that this number is approximately chi-squared
distributed with m degrees of freedom.
A third approach is to undertake a Lagrange Multiplier test. This is useful

because, unlike with the likelihood ratio test, we don’t have to find the unre-
stricted maximum. That could on occasion be useful if you need to save time,
or there is risk of numerical errors in the maximisation step. If you have to do
a procedure like this many times, such considerations might come into play.
Recall:

f(yt|yt−1, yt−2...; θ)

The conditional density of an observation yt given previous values, and some
parameter value.
Let the vector of derivatives of the log of this conditional density, evaluated

at the restricted parameter vector, be denoted and given by:

h(θ, Yt) =
d log f()

dθ
|θ=θ

Then the LM statistic is computed as:

LM =

[
T∑
t=1

h(θ, Yt)

]′
P−1

[
T∑
t=1

h(θ, Yt)

]
Where the information matrix P is calculated as before, except evaluated at

restricted values of θ.
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This statistic is also approximately distributed as a chi-quare withm degrees
of freedom.

LM ' χ2(m)

Some intuition: note use of the inverse of the information matrix. If this was
a unidimensional example [even in our AR1, it’s not, as we have 3 parameters
moving, potentially, but, for the sake of argument...] we would be dividing by
a number that allowed us to infer how sloped the likelihood is away from the
restricted estimate. The less the information in the problem - the less the slope
of the likelihood function, the smaller this statistic will be and the less likely we
will be to reject.
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