
Notes for Bristol MSc advanced macro lecture on learning
These notes and the lecture borrow liberally from Evans and Honkapohja’s

textbook, lecture notes by George Evans, and also my own joint work with Hasan
Bakhshi, Martin Ellison, George Kapetanios, Alex Brazier, Richard Harrison
and Mervyn King.
Motivations for non rational expectations: 1: RE is very demand-

ing of agents and therefore unrealistic
One motivation for non-rational expectations is that RE itself is computa-

tionally very demanding for agents, and therefore unrealistic.
Consider the NK model you saw in Engin Kara’s part of the course already.

πt = βEt[πt+1] + kxt + eπ,t

xt = Et[xt+1]− σ(it − Et[πt+1]) + ex,t

it = ρit−1 + φππt + φxxt

The expectation agents use to forecast is assumed to be the true mathemati-
cal expectation, the same forecast you would get if you applied the expectations
operator to the observeables.
Collect the model’s observeables into a vector, thus:

Yt =

 πt
xt
it


In matrix form, the model can be written as:

B0Yt = B1EtYt+1 +B2St

Where

St =

 eπ,t
ex,t
it−1


The conjectured RE solution is found several ways. Even in simple linear

models it’s not all that straightforward. We propose a candidate solution:

Et[Yt+1] = ASt

And then we solve for an A which, if adopted as the expectations function,
leads precisely to Yt+1 being related to St via that same A.
In practice this means first writing:

Yt = B−10 B1EtYt+1 +B−10 B2St

Then substituting in our candidate expectations function:

Yt = B−10 B1ASt +B−10 B2St
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Then leading by a period:

Yt+1 = B−10 B1ASt+1 +B−10 B2St+1

Then taking expectations:

Et[Yt+1] = Et[B
−1
0 B1ASt+1 +B−10 B2St+1]

In short, the task is to find:

find ASt
such that E(Yt+1(ASt+1)) = ASt+1

In words, we seek a function (in this case A) that maps from the state St to
the observeables Yt+1 such that, once used, give rise to a relationship between
states and observeables, that, if we applied the expectations operator to it (or
took expectations of it, in other words) gives us back that same function A. In
other words, we are trying to find a matrix fixed point. Tricky!
We use a guess and verify method, sometimes referred to as the method of

undetermined coeffi cients, to solve this. Except in very simple examples this
is challenging for anyone, let alone non economists out there doing forecasts to
aid their daily lives. So people have looked for assumptions about behaviour
that are less demanding, and therefore arguably more realistic.
Motivations for non rational expectations: 2. RE fails when

tested empirically
A second motivation for learning is that RE can be shown to fail empirical

tests badly.
For example, in the NK model we wrote down above, we’d expect that the

errors made were not correlated with information available to agents at the time
the forecasts were made.
Formally, this would be stated as follows.

πt+1 − Et[πt+1] = eE,t

eE,t = β̂Xt

β̂ = 0

Line one computes data on expectational errors from a time series of forecasts
(eg from a survey of forecasters). Line two illustrates a regression of forecast
errors on information available to agents at the time the forecast was made. Xt

could be a constant, or past forecasts, or past errors, or past forecast revisions,
or any macro variable publicly available at the time the forecast was made, or
anything at all. Obviously if you put in Brazillian rainfall as an explanatory
variable for UK inflation forecast errors, a non-zero β̂ might be judged simply
to be evidence of a spurious correlation, not a failure of RE.
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Rational expectations in the Muth/Lucas model
Take the following model:

qt = q + π(pt − Et−1pt) + ζt

mt + vt = pt + qt

mt = m+ ut + ρ′wt−1

The first equation is the aggregate supply equation, and just says that out-
put equals the natural rate, plus some coeffi cient (π>0) times price surprises
(difference between outturn and forecast), plus a supply shock. The second
equation is an aggregate demand equation. It’s the quantity equation in log-
linear form. The third equation is the money policy rule, equal to a constant,
plus a control error, plus some coeffi cients stacked in a vector times a bunch of
observables stacked in wt.
The ‘reduced form’for prices in this model is given by:

pt = µ+ αEt−1pt + δ′wt−1 + ηt

Where:

0 < α < 1, α =
π

1− π
δ =

ρ

1− π
The reduced form of a model seeks to ‘reduce’the model to one equation in

an unknown of choice. You get it by picking one equation (say the aggregate
supply equation, but it could be any), and substituting in the other equations.
So we substitute out for q using the aggregate demand equation, and, having
done that, substitute out for the term in m that the aggregate demand equation
supplanted in there by using the central bank reaction function. Once you have
substituted all of the equations in, you are done.
This particular reduced form is useful because it’s quite general, and, as you

will see if you look at EH’s textbook, several other examples fit into it. For
example, the micro example of the cobweb model fits into it.
As a benchmark we can find the (unique) rational expectations equilibrium

(REE) of this model, and it has the following form:

pt = a+ bwt−1 + ηt

a =
µ

1− α, b =
δ′

1− α
[Note that I think that the Evans slides from which this is borrowed have a

typo here].
There are different ways to solve for the REE. They are straightforward

in this small linear model and this was an exercise for you, explained in the
solutions text I produced.
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Iterative expectational stability in Muth/Lucas
We are going to drop RE, and study learning. But before we do this, and

to gain some insight, imagine agents are experimental economic theorists, un-
able to use the method of undetermined coeffi cients, and instead experimenting
by repeatedly substituting in expectations functions into the reduced form for
inflation.

Recall that reduced form:

pt = µ+ αEt−1pt + δ′wt−1 + ηt

Now assume agents have a perceived law of motion PLM:

pt = a1 + b′1wt−1

The subscript 1 denotes that these coeffi cients are possibly (probably, unless
our imaginary theoreticians are very lucky) different from the REE coeffi cients
a, b.
Substitute this into the reduced form, and the perceived law of motion PLM

is transformed into an actual low of motion ALM.
ALM:

pt = [µ+ αa1] + [αb′1 + δ′]wt−1 + ηt

Now the experimental theorist tries the same process again, taking the above
as the PLM for use as a forecasting equation, and substituting into the true
reduced form above.
The new ALM, call it ALM2:

pt =
[
µ+ αµ+ α2a1

]
+ [α2b′1 + αδ′ + δ′]wt−1 + ηt

The process we are laying out, of an imaginary experimental theorist repeat-
edly conjecturing and expectation function and substituting into the reduced
form, is a mathematical operator on a function, the expectations function, re-
peatedly transforming its coeffi cients. Call this operator T , and we write what
happens thus:

T (a1, b1) = (µ+ αa1, αb
′
1 + δ′)

T (µ+ αa1, αb
′
1 + δ′) = (µ+ αµ+ α2a1, α

2b′1 + αδ′ + δ′)

We denote multiple applications of the T mapping by powers of it, ie two
applications is T 2 :

T 2(a1, b1) = (µ+ αµ+ α2a1, α
2b′1 + αδ′ + δ′)
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A verbal description of the transformation T would be:
"Take the constant, multiply by α and add µ; take the coeffi cient on w,

multiply by α and add δ′"
In our analysis we are going to be interested in the end points of processes

like this, ie:

T∞(a1, b1) =?

Or more formally:

lim
n→∞

T (a1, b1) =?

Why are we interested in this? Well, because we want to know whether our
experimental theorist could ever figure out the REE by repeated substitution.
And if whether they can depends on how good a guess they start out with. The
answer to this in this case is yes they can. But the answer usually does depend
on how good a guess they start out with. Here we have allowed the agents
PLM to nest the functional form of the REE. So we are giving them already a
head start. Often it requires more than this too. That their coeffi cients start
out in the neighbourhood of the REE. Or, sometimes we can only work out
stability properties (compute these limits or their analogues) by assuming that
we have started out in this neighbourhood.
Here’s an example of output from Matlab computer code that does the re-

peated substitution.
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The green line plots the REE values of coeffi cients. Top panel is the con-
stant, and the bottom two panels are coeffi cients two observeables that the
central bank responds to with the money supply. After four repeat substitu-
tions, our imaginary agent has pretty much got the REE, without knowing how
to compute fixed points. In that example α < 1. If we make this condition for
iterative expectational stability fail, then this is what happens.
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Coeffi cients are starting out at the same point as before (masked by the
change in scale on the y axis), and within 10 periods, less than 3 times the
number of periods it took agents to previously find the REE, the constant has
wandered off to 100! Agents would never get the REE unless they were lucky
enough to start out with EXACTLY the right values.
Learning and estability
We are now going to apply the same logic to a situation where beliefs are

evolving in actual, not notional/experimental/iteration time. And agents are
not able to inspect new reduced forms directly, but must observe and make
econometric inferences about them using data generated by their actions.
Each period, agents run a regression of prices on its determinants, forecast

prices using this equation. Prices themselves are determined as per the reduced
form above. This generates new prices which agents incorporate into their
datasets, and so on.
So, agents have a perceived law of motion PLM:

PLM : pt = apt−1 + bp′t−1wt−1 + ηt

And they make forecasts thus:

Et−1pt = apt−1 + bp′t−1wt−1
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Obviously they forecast that the shock is zero.
Prices then determined as before,ie the Actual Law of Motion, ALM, under

this PLM is:

pt = µ+ αEt−1pt + δ′wt−1 + ηt

With a new pt, wt combination, agents form apt , b
p
t .

This belief-updating, and the economy’s equations for prices (which encode
the aggregate demand, aggregate supply, money feedback equations) form a
dynamic, nonlinear system, which can be written as:

Et−1pt = φ′t−1zt−1, φt−1 = (apt−1, b
p
t−1), zt−1 = (1, wt−1)

pt = µ+ αEt−1pt + δ′wt−1 + ηt

φt = φt−1 + t−1R−1t zt−1(pt − φ′t−1zt−1)
Rt = Rt−1 + t−1(zt−1z

′
t−1 −Rt−1)

The t term is referred to as the ‘gain’in the learning literature. Here the
gain is decreasing. The longer we are into the sample, the less weight the latest
observation has. We will see that this has a relation to the concept of recursive
least squares in econometrics. In words, the belief updating equation says: this
periods belief equals last periods, plus something times the surprise I got from
using last period’s beliefs to predict prices. The R matrix is known as the
precision or the moment matrix. It serves the same function as (X ′X)

−1 in
ordinary least squares. The moment matrix is updated in the same fashion as
the belief coeffi cients. The rough purpose is that if the data are very variable,
agents make less precise inference about the covariance, and should therefore
put less weight on any surprise they get in the latest data.
There is an intimate connection between the learning recursion above, and

the mathematics of recursive least squares for econometricians studying time
series data:
Recursive least squares.
Suppose we have an AR(1):

πt = ρπt−1 + eπ.t

And given data on π we try to find an estimate of ρ, ρ̂. The OLS formula
is:

ρ̂ = (X ′X)−1(X ′Y )

X = πt−1, Y = πt, t = 2, ...T

Recursive least squares:

ρt = ρt−1 + t−1R−1t πt−1(πt − ρt−1πt−1)
Rt = Rt−1 + t−1(πt−1π

′
t−1 −Rt−1)
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Appropriately initialised, this recursive least squares system has as its end-
point ordinary least squares estimate for the full sample.
You might ask why this was useful. One reason was that there are engi-

neering problems of signal extraction where estimates have to be updated each
period. Why not just do OLS each period? Because OLS involves inverting
a large matrix (X ′X) if you have lots of periods and lots of variables. The
formula for inverting even a 3*3 matrix is cumbersome, let alone a really large
one. RLS avoids having to do this inversion many times.
Example of recursive least squares.
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This chart plots recursive estimates of ρ̂.

DGP : pt = ρpt−1 + zt

ρ̂1 = ρ̂(p1...p500)

R1 = R(p1...p500)

ρ = 0.85

σz = 0.2

In words, the DGP, or data generating process, is an AR(1), with true co-
effi cients listed in the bottom two lines of the table, and the recursion started
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from values you would get from estimating on a ’training sample’using the first
half (500) observations only.
Over time, the RLS estimate makes its way to the full sample estimate,

which is in turn close to, but not exactly equal to the true coeffi cient.
We now go back to the learning model and ask whether the system converges

on the REE out into the future.

(apt , b
p
t )→ (a, b) as t→∞?

We know from Bray and Savin (1986) and Marcet and Sargent (1989) that
this system converges to the REE with probability 1 if α < 1 and with proba-
bility 0 if α > 1.
We turn next to studying how we can tell this. The techniques use something

called ‘stochastic approximation theory’, which is explained in some detail in
the EH textbook, but which we won’t go into. Our strategy will be to pick out
some of the key assertions and assumptions made.
Expectational stability is defined by the following differential equation:

d

dτ

(
ap

bp

)
= T

(
ap

bp

)
−
(
ap

bp

)
Where τ denotes notional time.
Loosely, this equation is saying ‘the rate of change in notional time [in par-

ticular from one iteration to the next in the recursive economy that contains the
learning algorithm] of the parameters that define beliefs about how the economy
works, is given by comparing last periods beliefs to the beliefs produced by the
next iteration of the learning model, in other words by comparing the difference
between beliefs and beliefs transformed by the T - map. If these two objects
are the same, then the LHS will be zero, which means that beliefs won’t be
changing.’

We can compute in the case of our Muth/Lucas model:

dap

dτ
= µ+ (α− 1)ap

dbpi
dτ

= δ + (α− 1)bpi

The REE is estable if and only if α < 1. This ensures that the last term
on the RHS is negative, offsetting the impact of the ’constant’. Imagine what
would happen if the condition does not hold. Then beliefs would change by
some positive fraction of current beliefs, leading to an explosion in beliefs (and,
since endogenous variables are affected by beliefs, an explosion in the endogenous
variables too.)
An equivalent to write this is:
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d

dτ

(
ap

bp

)
= T

(
ap

bp

)
−
(
ap

bp

)
= T (φ)− φ

=

(
µ
α

)
+ (α− 1)

(
1 0
0 1

)(
a1
b1

)
=

(
µ
α

)
+

(
α− 1 0

0 α− 1

)(
a1
b1

)
The stability of this dynamic system rests on the eigenvalues of the transition

matrix being less than unity. Since this matrix is a diagonal square matrix,
we can read off those eigenvalues from the diagonal, and these are clearly both
α− 1 and this implies we need α < 1.
To dig a bit more into the detail of why this stability analysis holds up:
Note that we can write the reduced form for pt thus:

pt = T (φt−1)
′zt−1 + ηt, zt = [1, w′t]

A recursive system for agents’beliefs can then be written:

φt = φt−1 + t−1R−1t zt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

Rt = Rt−1 + t−1(zt−1z
′
t−1 −Rt−1)

So here you can see why the term T (φt−1) − φt−1 is so important in the
dynamics of this system. It’s one of the things that is determining whether
beliefs move from last period’s value, the starting point for computing current
beliefs.
Digging further.
We re-write the system somewhat, so that both equations have t dated vari-

ables on LHS and only t− 1 on RHS, which involves setting Rt = St−1. It will
b an exercise to show that with this change, the system becomes:

φt = φt−1 + t−1S−1t−1zt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

St = St−1 + t−1
(

t

t+ 1

)
(zt−1z

′
t−1 − St−1)

This system can be expressed more generally as:

θt = θt−1 + γtQ(t, θt−1, Xt)

In our Muth-Lucas example:

θt = [φt, Rt]

Xt = zt−1, ηt
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As EH point out, many models can be expressed in this form. They use the
example of the cobweb model of prices, but this is indistinguishable from the
Muth-Lucas macro model.
The ordinary differential equation system in beliefs, the ODE, is what we

are studying:
dθ

dτ
= h(θ(τ))

Where h is given by:
h(θ(τ)) = lim

t→∞
EQ

In general, stability of this ODE governed by Jacobian

Dh(θ)

In this step, the stability properties or otherwise of the potentially nonlinear
ordinary differential equation are investigated by studying the properties of the
approximate, linear version of the system. In this respect, the validity of
our observations about the stability of the system rest on the accuracy of the
approximation made. Note that if the ODE, or T () − () calculation is linear,
you don’t have to linearize, and the statements you make about the system
won’t hold only in the locality in which the linear approximation is good.
In particular if all eigenvalues of this Jacobian have negative real parts, θ is

locally stable point. To make this work, some assumptions required eg on sum
of gains.
Let’s go back to our system to see how the analysis simplifies further. Be-

cause currently it rests on the stability of both the φ and the S recursions. We
will see the S recursion drops out and can be assumed. (You can get a hint
from this by inspecting the brackets in the S recursion.

Qφ(t, θt−1, Xt) = S−1t−1zt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

Qs(t, θt−1Xt) = vec(

(
t

t+ 1

)
(ztz

′
t − St−1)

Now:

hφ(φ, S) = lim
t→∞

ES−1t−1zt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

hS(φ, S) = lim
t→∞

E

(
t

t+ 1

)
(ztz

′
t − St−1)

This system comes to look simpler, since:
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Ezt−1ηt = 0

lim
t→∞

(
t

t+ 1

)
= 1

Eztz
′
t = Ezt−1z

′
t−1 =

[
1 0
0 Ω

]
= M

The top assumption here is just saying that this period’s shock is not corre-
lated with yesterday’s data. The middle line is obvious from algebra of limits.
The final third assumption just says, recalling that z = [1, w], top right entry of
1 is due to the constant; bottom right entry is the variance of w, off diagonals
are 0s because the random variable w is not correlated with the constant!
So we have:

hφ(φ, S) =
dφ

dτ
= S−1t−1M(T (φ)− φ)

hS(φ, S) =
dS

dτ
= (M − S)

S →M from any starting point, so this simplifies further:

hφ(φ, S) =
dφ

dτ
= (T (φ)− φ)

hS(φ, S) =
dS

dτ
= 0

Hence the stability of the learning recursion in the Muth-Lucas model, and
in general rests just on the equation involving the belief coeffi cients.
For all this to go through, some conditions are needed, which are gone into

in some detail in EH. These comprise:
(i) Regularity conditions on Q function.

(ii) Conditions on rate at which γt → 0: eg one can assume
∞∑
t=0

γt =

∞,
∞∑
t=0

γ2t < ∞ which can be shown using results on limits of sequence sums

is satisfied in our case with γt = 1/t.
(iii) Some assumptions on the stochastic process followed by Xt.
That’s it. That’s the maths that allow us to infer the stability properties of

the system by simply inspecting T () − (). With some wrinkles, the analysis is
the same as the analysis for thinking about repeated hypothetical substitutions
of expectations functions in notional time by an imaginary theoretician (who
somehow did not know how to do undetermined coeffi cients, but could use
Matlab and do many repeat substitutions).
Constant gain as a way to model ’forgetting’
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Note that instead of ‘decreasing gain’we can have ‘constant gain’. Our
general case with constant gain would look like this:

φt = φt−1 + γR−1t zt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

Rt = Rt−1 + γ(zt−1z
′
t−1 −Rt−1)

So instead of the t−1 term getting smaller and smaller as t tends to infin-
ity, we have a constant term multiplying the ‘updating’ term in the learning
recursion. For this reason, obviously beliefs don’t have a limiting point, as the
updating does not tend to zero. However EH and others show that it will,
under conditions related to those that govern the existence of a limiting point
under decreasing gain, have a limiting and ergodic (crudely, time-invariant, sta-
tionary) distribution whose properties we can infer. Constant gain has links
to kernel or rolling window estimation. The larger the gain, the more weight
placed on recent observations, the more the agent essentially forgets. In rolling
window analysis large gain would translate to a small rolling window.
Stochastic gradient learning to prevent explosions.
Some practitioners work with stochastic gradient learning. This is the same

as adaptive least squares learning except that we take the identity to be the
moment matrix R and do not update. Here the connection with REE limits
is broken. But there can be advantages in that the recursion for R can cause
the system to explode. This can happen because R elements get very small,
leading to R−1 having very large elements. [Think of the analogy with a scalar
R: small R scalar means large R−1 scalar. With R constant at the identity,
the learning recursion is obviously simply:

φt = φt−1 + γzt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

Care has to be taken as without R computed as before the coeffi cients are
not ‘scale free’, ie they are affected by the units of your endogenous variables.
Going back to the analogy with ordinary least squares, it’s a though agents were
not bothering with the (X ′X)−1 term.
Projection facilities to prevent explosions.
To ensure that the learning recursion does not explode, it is often necessary

in simulation to deploy ‘projection facilities’. These are lines in the learning
algorithm that interfere with the updating if the updating looks like becoming
explosive. For example, if we had agents forecasting using a VAR, we might
not update if the maximum eigenvalue was greater in absolute value than unity.
See, for example, work by Orphanides and Williams, Marcet and Sargent. An
example of such a modification to our learning recursion would be:
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1. computeRt = Rt−1 + γ(zt−1z
′
t−1 −Rt−1)

2. compute φpt = φt−1 + γR−1t zt−1(z
′
t−1(T (φt−1)− φt−1) + ηt)

3. if abs(max[eig(φpt )]) ≤ 1, φt = φpt , else φt = φt−1

4. compute Et(), zt
5. t = t+ 1

6. goto 1.

Projection facilities help the model to match data that hasn’t exploded. For
example, UK macro data hasn’t exploded. If beliefs explode, then because the
macro data depend on beliefs (in our example here, prices depend on beliefs) the
macro data will explode. So, we must infer that the macro data, if it is to be
explained by a learning model, must be explained by one that doesn’t explode.
Unless an explosion is just around the corner and we haven’t seen it yet. But
these facilities are problematic in that they are arbitrary. How would an agent
in the model know when to update and when not to? Why should they care
whether their updating rule, if replicated out across everyone in the economy,
leads to explosive data?
Learnability, determinacy and monetary policy.
A useful and interesting result.
The ‘Taylor Principle’is expressed as follows

it = φππt + φxxt, φπ > 1

Ie it’s an interest rate rule where the interest rate moves more than one for
one with inflation. Such rules lead to determinacy, ie unique REE. In the
absence of policy behaving like this, one normally gets infinitely many REE.
This means that for any given value of fundamentals, eg the shocks, there are
infinitely many valid forecasts of (eg) inflation that will turn out to be rational.
It’s also the case that such rules allow the equilibrium to be ‘learnable’and

also e-stable in the sense we defined earlier. So, this reinforces the case for
abiding by the Taylor Principle, since not only does it rule out indeterminacy,
but it helps agents whose forecasts are off the equilibrium path converge back
on them.
Policy-maker and two-sided learning.
Obviously as well as or instead of having private agents learn in the model,

we can have a policymaker taking a decision that is based on knowledge of
something in the model that is also a function of learning. For example, if
policymakers were to try to find the best instrument rule of the kind stated
above, the precise coeffi cients would depend on the structural parameters of the
model. Policymakers could deduce this by employing econometricians (eg me
in a former life) to run regressions based on data.
See the examples in the lecture slides.
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Heuristic-switching
There are many non-rational ways to form expectations. Sims referred to

these alternatives as a ’wilderness’. What he meant by that was that you
could always take a model, good or bad, and concoct an expectations-formation
mechanism to make the model fit the data really well. For example, to be
really silly about it, we could take the model with RE, compute the errors
estimated between model predictions and data, and then say that expectations
in every period are whatever we need to make these errors zero. That would
be ridiculous, of course, but it makes the point.
Anyway, with that caveat in mind. Imagine a simple NK model in which

inflation is related to expected inflation and the output gap, which can be taken
to be the instrument of the central bank.

πt = βEtπt + κxt + et

et = ρet−1 + zt

xt = a(πt − πT ), πT = 0

Here we need persistent shocks to get dynamics into the model, which would
justify agents using a heuristic based on projecting forwards last period’s fore-
cast.
Heuristic-switching models imagine agents have a set of rules of thumb for

forecasting, and switch between them based on a continuous assessment of their
forecasting performance.
For example, we could imagine the following two heuristics:

1 : Etπt+1 = πT = 0

2 : Etπt+1 = ϕπt−1

Aggregating across agents, it turns out that:

Etπt+1 = ntϕπt−1 + (1− nt)πT = ntϕπt−1

nt is the probability that any individual selects the persistent heuristic, and,
aggregating over individuals, is the proportion of agents that select it.
Note that the forecasting performance of a heuristic i is given by:

Fit = −1/h

t∑
s=t−h

(πs − Eisπs)2

This just says, a rule performs well if mean squared errors computed over a
certain window size are small. And then nt is given by:

nit =
exp(θFit)∑I
i=1 exp(θFit)
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Where θ is known in this literature, from its origins in laboratory studies of
people, as the ‘intensity of choice’, and is meant to capture how much people
respond to evidence. But can equally be interpreted as the noise with which
evidence on forecasting performance is observed.
The model leads to related concepts we found in the learning model. For

instance, we can think of the inflation model itself as a transformation that
maps an initial n into a future n. And people look to see whether these models
have fixed points such that n = T (n).
For periods, it turns out that a model like this generates self-reinforcing

dynamics. When more people use the heuristic that inflation is persistent, in-
flation becomes more persistent, and this makes the persistent heuristic perform
better, so more people use it, and so on. Likewise, if more people think that
inflation is going to be on target at 0, then inflation turns out to be closer to 0,
and that makes the 0 heuristic perform better, leading to more using it, etc.
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