
Bristol MSc Time Series Econometrics, Spring 2014
Solutions to assignment on Bayesian VARs
4.1 Write down a 3 variable VAR(1), and Bayes’Theorem as applied to the

objects of interest in this VAR.
A 3 variable VAR(1):

Yt = AYt−1 + et

Yt =

 y1
y2
y3


t

Objects to be estimated are: A,Σ.
Once defined like this, Bayes Theorem can be stated by simply copying from

the lecture slides. First, simply define θ = {A,Σ} and Y = {Y1, Y2...YT } then
we literally just copy down what we had in the slides:

p(θ | Y ) =
p(Y | θ)p(θ)

p(Y )

Where the denominator, the marginal data density, is given by:

p(Y ) =

∫
p(Y | θ)p(θ)dθ

4.2 Write down Minessota priors for this system. Why are these priors
useful?
The general reason why priors are useful is that they shrink the probability

mass on values for parameters that you have a good prior reason to believe have
low probability! In the context of a VAR shrinking the probability on extreme
values will reduce the dispersion of anything that depends on the coeffi cient
values like forecasts or impulse responses. This has often been shown to improve
forecasting performance. The reason for that is that VARs are often densely
parameterised relative to the amount of data there to estimate them. The
specific reason why Minessota priors are useful is that they can help iron out
oscillatory impulse responses caused by large coeffi cients on long or off-diagonal
lags. I haven’t checked this, but I would guess that M priors would reduce the
absolute value of the maximum eigenvalue of the VAR written as a VAR(1) in
an enlarged state variable.
For this system, Minnesota priors would specify, essentially just repeating

the lecture slides:
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E(p(Aij)) = 1, 1st own lag

= 0, otherwise

cov(Aij , Alm) = 0

var(Aij) = π1/k on own lags

=
π2
k

σ2i
σ2j

on off diagonal lags

= π3σ
2
i on exogenous variables

σ2i ∝ var(yi)

eg σ2i = var(êit)

yit = ρ̂1yit−1 + ρ̂2yit−2 + ...ρ̂pyit−p + êit

π1 = 0.005 > π2 = 0.005 < π2 = 105

4.3 Explain the difference algebraically between the IRFs you would calcu-
late using a Cholesky decomposition on the VAR estimated in a classical way,
from the one estimated using Bayesian methods.
Bayesian methods would give you a distribution of structural impulse re-

sponses; classical methods would also give you adistribution. But the interpre-
tation of the two would differ. The Bayesian interpretation is that all outcomes
in the distribution are possible. The classical is that one is possible, and the
most likely will be the central point estimate.
The point estimate in the classical case is associated with the ‘mean’of the

likelihood. In the Bayesian case, you would have the choice about what point
of the distribution you want to emphasise. But if the distribution for priors had
been chosen such that normal distributions for posterior values of parameters
obtained, and you were interested to display impulse resposnes for means, then
you would work out the posterior mean values for VAR coeffi cients, and then
proceed as we have already explained for IRF calculation in the case of
4.4 Write down a Gibbs Sampling algorithm for drawing from a 3 dimen-

sional multivariate normal distribution.

A three dimensional normal distribution is a distribution for θ1, θ2, θ3, with

means θ = [ θ1, θ2, θ3] and variance covariance matrix Σθ =

 σ2θ1 σθ1,θ2 σθ1,θ3
σθ1,θ2 σ2θ2 σθ2,θ3
σθ1,θ3 σθ2,θ3 σ2θ3


We would initialise a Gibbs Sampling agorithm by fixing values for θ1,0, θ2,0

and then, setting i = 0:
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1. draw θ3,i|θ1,i, θ2,i
2. draw θ1,i+1|θ2,i, θ3,i
3. draw θ2,i+1|θ1,i+1, θ3,i

4. set i = i+ 1

5. go to step 1

And repeat until suffi cient draws have been accumulated.
Why would such an algorithm be pointless?
This algorithm would be pointless, because we can draw/sample from the 3

dimensional multivariate normal directly, using standard pseudo-random num-
ber generators in packages like Matlab or Gauss.
4.5 Write down a Gibbs Sampling algorithm for drawing from the distribu-

tion of the objects that define your 3 variable VAR(1).
There are only two objects, for the purposes of defining the Gibbs Sampling

algorithm: A and Σ. Simply copying from the lecture slides, such an algoritm
would begin by, for example, choosing an initial value for A,A0 then, setting
i = 0:

1. draw Σi|Ai
2. draw Ai+1|Σi

3. set i = i+ 1

4. go to step 1

Repeating until the desired amount of draws had been achieved, usuallly a
number at least in the 10s of thousands.
Depending on the assumptions made about the priors, each of the ‘draw’

steps may themselves involve other algorithms, if the distribution to draw from
is non-standard.
4.5 Find a paper that estimates a VAR using Bayesian methods. Comment

on it.
You were given several in the lecture slides. One of them is by myself,

with coauthors Pinter and Theodoridis. We estimate a 10-variable VAR with
3 lags. Bayesian methods would seem to be essential here. As this is 10*10*3
coeffi cients! And the data runs from 1980.
4.6 Explain where priors might come from.

Priors could come from theoretical models; or previous empirical work,
perhaps the same study for a different country. An example of a sensible prior
would be that the discount rate has to lie between 0 and 1. In fact, most
people ‘calibrate’this parameter when estimating a model involving it, which
is equivalent to setting a degenerate prior concentrated on the calibrated value
[a prior with all the probability mass on the calibrated value]. That’s because
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there is so much prior work arguing the discount rates is 0.99 or thereabouts.
And also because time series data tend to be very bad at identifying this value,
so without calibration, estimation usually gives silly results.
4.7 What problem would a classical econometrician have with the state-

ment: with probability 0.003, there is life elsewhere in the universe, and with
probability 1-0.003, there is not?
A classical econometrician believes that either the moon is made of cheese

or it is not. It does not make any sense to put prior probabilities on both
events being true. This is in stark contrast to Bayesians who believe in main-
taining multiple possible events as possibilities. A frequentist only entertains
probabilities when he or she can envisage repeated trials of an event, where the
probability would equate, with enough trials, to the frequency with which an
event occurred.
4.8 If Bayes’theorem is just derived from conditional probability statements,

then how can a frequentist econometrician dispute it?
A frequentist doesn’t dispute the maths of Bayes’ Theorem. He or she

simply argues that it can only be applied to events where there are conceivable
repeat events, so that the probabilities correspond to perhaps hypothetical but
at least meaningful frequencies. So the moon being made of cheese or not does
not yield a hypothetical possible sequence. However a single coin toss does
(because we could repeat it many times).
4.9 Where does the name ‘frequentist’come from when applied to classical

econometricians or statisticians? From the contemplation of potential sequences
of repeat trials, in which frequencies of an event occurring would correspond to
the probabilities in Bayes’Theorem.
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