
Identification of VARs
2.1 When do we need to identify structural shocks in a VAR? When can we

avoid doing it?
You can avoid identifying a VAR if all you want to do is forecast the time

series. You don’t need to disentangle the contribution of the individual struc-
tural shocks, if all you want to know is how those structural shocks in total -
which will be spanned by the reduced form shocks estimated - will propagate
out into the observed time series over the future.

One method for estimating a structural DSGE model also avoids needing
identification - indirect inference. You simply look for the DSGE parameters
that make a VAR estimated on data generated by the model look most like
a VAR estimated on the data. You need identification if you want to ask a
structural question of the data, eg, how much of the variance in the past data
generated by a particular economic shock?
2.2 Write down the relationship between the reduced form shocks and the

structural shocks, for reduced form a structural models with two time series and
one lag.
The reduced form VAR with two series and one lag is:

Yt =

[
y1
y2

]
t

= AYt−1 + Ut

The unknown structural model is:

B0Yt = B1Yt−1 + Et

= B−10 Yt−1 +B−10 Et

Hence the relationship between the structural and reduced form shocks is:

Ut = B−10 Et

The dimension of the VAR becomes irrelevant once we stack the variables;
and the number of lags is irrelevant.
2.3 Write down the relationship between the variance-covariance matrix

of the reduced form residuals, and (some of the) coeffi cients in the structural
model. Why can’t we deduce the structural coeffi cients straight away from the
vcov matrix of reduced form residuals, and the estimated reduced form model
coeffi cients?
The variance-covariance matrix of the reduced form residuals is given by:

E(UtU
′
t) = Σu = B−10 E(EtE′t)B

−1′
0 = B−10 ΣeB

−1′
0

2.4 Find a paper that uses Cholesky identification to isolate an economic
shock in a VAR. Comment on whether it was appropriate or not. Comment
on what the authors either did or could have done to explore further whether it
was appropriate.
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There are many examples. Whether or not it’s appropriate or not depends
on the validity of the timing restrictions encoded in the VAR. Is there an
economic model that justifies these timing restricitons? Two classic examples
are: Christiano, Eichenbaum and Evans (), and Rotemburg and Woodford,
both referred to in the lecture slides. The former has a model in which the
timing restrictions are actually obeyed. The latter estimates the plain vanilla
sticky price model, in which the timing restrictions embedded in Cholesky are
not obeyed.
2.5 Write down a 3 variable VAR. Suppose you want to impose the restric-

tion that the first shock has a long run effect only on the first variable. Explain
step by step how you would do it.
Here is a 3 variable VAR:

Yt =

 y1
y2
y3


t

= AYt−1 + Ut

From here on, the exposition follows the lecture notes exactly.
To recapitulate it:
First we compute the long run matrix sum of impacts by forming the infinite

matrix sum of impacts.

D = B−10 +AB−10 +A2B−10 + ...+AnB−10
= B−10 (I +A+A2 + ...An)

D = B−10 (I −A)−1

This of course involves the unknown B−10 .
But note that if we compute DD′ we can write that in terms entirely of

things that we do know.

DD′ = (I −A)−1B−10 B−1′0

(
(I −A)−1

)′
= (I −A)−1Σe

(
(I −A)−1

)′
The A is the OLS estimated VAR coeffi cients. And the Σe is the OLS

estimated reduced-form variance-covariance matrix.
If we now compute the Cholesky factor of this entire long product of matrices

(ie not just of the Σe when we did timing-restrictions identification at the outset)
and we are prepared to impose restrictions on D such that it is lower triangular
[like the Cholesky factor of any factorisable matrix)...

D = chol((I −A)−1Σe
(
(I −A)−1

)′
)

D = B−10 (I −A)−1

B−10 = (I −A)D
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We can solve the identification problem.
2.6 Find a paper other than Blanchard-Quah or Gali that uses long run

restrictions. In a few sentences, summarise what they did and whether you (or
if you can find a comment on it) someone else thought it was a good exercise or
not.
There are many examples here, some of which I provided in the lectures.

eg ‘Measuring core inflation’by Quah and Vahey (1995); this study can be
described as the flip side of Blanchard-Quah, in that it decomposes inflation into
core inflation - a concept that is allowed to have long run impacts on inflation,
and the rest, which is not. Francis and Ramey (2005) ’Is the technology-
driven real busines cycle hypothesis dead?’ examines the Gali study. They
impose extra long run restrictions. And they also investigate to see whether
the estimated technology shocks can be explained by some other variable, finding
that it can’t (increasing our confidence that the shock really is a shock).
The usual grounds for criticising the approach of using long run restrictions

is that the sample used by researchers is often too short to detect very long run
effects. This was the motivation for using the max share method. This criticism
was made by Chari et al, which is linked to in the lecture notes. One related
problem that enables us to see this issue is to observe that a shortage of degrees
of freedom may cause the researcher to include too few lags in the VAR. If this
happens, the computation of that infinite sum impact will be incorrect. For
example, in the lecture slides, for simplicity, we computed D from the matrix
sum of impacts assuming that we had a VAR(1). But if instead we should
have estimated a VAR(25) we ought to have computed that long run impact by
forming the matrix series of powers of A once we have written the VAR(25) as
a VAR(1) in an enlaged vector Y of observeables.
2.7 Write down a three variable VAR for the vector time series Yt compris-

ing real wages, hours worked, and vacancies. Come up with a sign restrictions
scheme to identify some relevant shocks. Explain carefully, using algebra and
words, how you would compute the impulse response of Yt to one of your struc-
tural shocks, where the sign restriction is imposed at the third horizon only.
Our vector of observeables is:

Yt =

 wt
ht
vt


A sign restriction shock identification scheme could look like this:

1 2 3
w + + ?
h − + ?
x ? + ?

Shock 1 is a labour supply contraction. This causes real wages to rise; and
causes hours worked to fall.
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Shock 2 is a labour demand increase. This causes real wages, vacancies and
hours worked all to rise.
Shock 3 is unidentified, so is assumed to reflect whatever other economic

shocks are not disentangled by identifying shocks 1 and 2.
2.8 What is the cost of imposing a sign restriction in terms of how it impacts

on what questions you can answer with the VAR?
If you impose the sign restriction, you can’t then investigate what the data

has to say about that sign. You will, however, be able to tell whether it’s
binding or not. (You can check how many of the rotations of the factored
variance-covariance matrix satisfy, for example. If all do, then the restriction
is not binding.
2.9 What would be good suggestions for weighting schemes to use in Mount-

ford and Uhlig’s penalty method?
One suggestion would be to put more weight on near horizon impulses, as

these are measured with less error. Another suggestion would be to put weight
on longer horizon impulses, as perhaps we are more certain about them.
2.10 Explain how to impose that the shock identified matches as close as

possible the impulse response from a DSGE model. Explain why this would be
a silly thing to do.
First simulate the DSGE model response to a shock. Then store this as

a vector. Then choose rotations of the variance-covariance matrix that most
closely match those computed in this vector, using the penalty method. This
is a silly thing to do because you are assuming that the model is true in all
its details, and, if you believed that, you would simply impose all the model
structure on the data by just estimating the model.
2.11 Suppose we can observe total factor productivity at. Write down a

‘news process’ for total factor productivity that is such that total factor pro-
ductivity is persistent, and is impacted by shocks that are revealed contem-
poraneously, and also two other components revealed in advance at different
horizons. Write down a VAR for 3 variables including tfp.
This question was quite hard unless you are doing macro too.
A news process would look like this:

at = ρat−1 + εc,t + εn,t−h

We don’t have to have ρ 6= 0. In words, this equation says: today’s total
factor productivity equals something times yesterday’s total factor productivity,
plus a shock that is realised and only known about today, plus a shock that is
realised today but agents became aware of h periods ago.
2.12 What proportion of the unconditional variance of at would be accounted

for by non-tfp shocks?
Obviously the answer is zero. Only the contemporaneous shock to produc-

tivity and the news shock is driving productivity.
2.13 Explain the difference between point identification of the structural

shocks in a VAR and set-identification of the same.
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Example: sign restrictions set-identify; timing-restrictions embodied in
Cholesky decompositions of the reduced form variance-covariance marix point-
identify. Set identification means that there are many possible impulse re-
sponses and we can’t tell, without extra information, which is the right one.
Point identification gives us, for a given point in the distribution of reduced
form VAR coeffi cients, a single impulse response that measures the effect of the
structural shock. These terms of set and point identification are common to
other areas of econometrics.
2.14 When we try to recover the shocks using Barsky-Sims’method, what

restrictions do we place on the news process for tfp. Does it have to look exactly
like the one you wrote down?
It doesn’t have to look exactly like this at all. It could have any number of

lags. Or any h obviously. Or there could be multiple news shocks. [I need to
check that last statement].
2.15 Comment on Barksy-Sims, or the Pinter/Theodoridis/Yates paper, or

some other news shocks paper, in a few sentences.

Obviously the answer is: the first is a great paper. The second is a fantastic
one too! Seriously: legitimate criticims are: only one news shock is allowed
for. Why this one? The risk-proxy is assumed to proxy for risk and it may
not. The risk proxy is taken as exogenous. All studies sort of assume rational
expectations, which may not be realistic. We might also ask questions about
the Bayesian nature of the VAR.
2.16 Expain with a simple example the cost of ommitting a variable in a

VAR, when we use the recursive (Cholesky) identification scheme.
The simplest possible example is that we should really be modelling a 3

variable system, when instead what we do is omitt a variable and model the 2
variable system only. Suppose that the timing restriction we impose associated
with the particular ordering holds in the 3 variable system.
The reduced form on the true system resembles:

Yt =

 y1
y2
y3


t

= AYt−1 + Et

Where we assume a VAR(1) for simplicity.
The true structural shock impact is measured by:

PEt,Σe = PP ′

Unfortunately, we compute instead:

P2E2,Σe2 = P2P
′
2

Where the subsript 2 denotes objects from the incorrect, too-small, two-
variable system.
To give an example, suppose we consider a unit shock to the first equation

in the reduced-form:
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P2

[
1
0

]
=

[
p2,11
p2,21 p2,22

] [
1
0

]
=

[
p2,11
p2,21

]
This is clearly not going to be the same as:

P

 1
0
0

 =

 p11 0 0
p21 p22 0
p31 p32 p33

 1
0
0

 =

 p11
p21
p31


2.17 Explain what happens if we try to overcome this problem by including

extra variables in the VAR.
We will get the right impulse response! Now the reduced form shocks will

‘span’the structural shocks. Span is linear algebra term with an exact meaning
that you can find out for yourself. Here, we use it to mean ‘the reduced form
shocks will manifest the effects of the structural shocks such that those effects
can be identified successfully’.
2.18 Explain options available to overcome the curse of dimensionality. And

explain the problems with those options.
There are three options. One, use a small system! (Not a real option

often). Two, use Bayesian methods and shrink the variance of parameters
using the prior. Three, use a factor structure. Estimate a small number of
factors first, and then estimate a VAR in the factors.

2.19 Identification through heteroskedasticity. Explain the connection be-
tween identification through heteroskedasticity and event study analysis. How
would you proceed if you had not 2, but 3 sub-samples during which the vari-
ances of the structural shocks changed?
Well, an event is something that changes the relative variance of the struc-

trual shocks. Think of the market for apples. In event study analysis, we
compute the response of the endogenous variable of interest (in this case the
price of apples) to the event, by measuring the price before and after. For
example, in an otherwise tranquil market for apples, the event of an announce-
ment that they have been grown using DDT pesticides to kill insects will reduce
demand for apples, ie constitute a momentary increase in the variance of de-
mand shocks. This kind of analysis is often used to test the response of eg asset
prices to policy changes, or announcements made about them.
If you had not 2, but 3 changes of variances, what you would do would

depend on whether it was still the case that the propagation parameters were
invariant or not. If they were, then you would have more knowns that you
need. In which case you could choose the parameters that best fit them. Or
you could simply ignore one set of variances. If the parameters changed during
one of the episodes, then you would be back to where you started, as Rigobon’s
method depends on time invariant parameters.
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